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Abstract. Governments often impose price floors to prevent price declines in markets

characterized by uncertainty. Hard price floors are used to support the prices of grains

and currencies while soft floors (auction reserve prices) are used to support the prices of

emissions permits in cap-and-trade programs. Using a unified approach, we investigate a

novel characteristic of such floors: even if the floor is inserted below the equilibrium price,

the price may jump up—-higher with a hard floor than with a soft floor. Since the floor is

then strictly below the equilibrium price, it appears “nonbinding.” We provide sufficient

conditions for this result not only in the traditional stochastic competitive storage model

with an infinite-horizon but in a more transparent version with two periods. We then

use the two-period version to test our results in the laboratory.
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1. Introduction

If a minimum wage is imposed below the prevailing wage in a static competitive labor

market, nothing changes. The policy is said to be “nonbinding.” It is easy to jump

from this appropriate application of static supply and demand to an inappropriate one,

leading to the mistaken conclusion that nothing will change if a floor is imposed below

an equilibrium price in a competitive market for storables like grain, emissions permits,

or foreign exchange. Such markets are not static and extreme care must be exercised in

using static supply and demand curves to analyze them. In these markets, the equilibrium

current price typically depends on prices expected to prevail in the future. As we will

see, the unanticipated imposition of a price floor below the current price may cause the

current price to jump up because the policy raises the expected price in the future.

Our analysis encompasses two different types of floors: hard floors and soft floors. Hard

floors are used in grain and currency markets. A government bufferstock manager stands

ready to buy whatever is offered at the floor price and consequently the market price

never falls below the hard floor. Soft floors are used in most cap-and-trade programs

to limit the emission of pollutants like CO2. A soft floor (known in other contexts as an

“auction reserve price”) is the requirement that bids in permit auctions must exceed some

minimum level. It is a feature of both California’s cap-and-trade program (AB-32) and

New England’s Regional Greenhouse Gas Initiative (RGGI) as well as proposed federal

cap-and-trade programs. While not yet a feature of the European program (EU-ETS),

which has been plagued by low prices, many economists have argued for adoption of a

soft floor without the benefit of extensive theoretical analysis of such a policy.

In this paper, we investigate theoretically the effect of each type of floor in the infinite-

horizon stochastic, competitive storage model adopted independently by agricultural and

environmental economists. We find that, even if the floor is inserted below the initial spot

price, the price will, under specified conditions, jump up—a phenomenon we refer to as

“action at a distance.” Moreover, the jump is larger with a hard floor than with a soft

floor. We then develop a two-period stochastic storage model to further illuminate the

effects of the two types of floors, and we illustrate it with a numerical example. In the

example, either type of floor set as much as 40% below the laissez-faire price will cause

the equilibrium price to jump up, resulting in a situation where the equilibrium price
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strictly exceeds the floor and, therefore, appears “nonbinding.” Moreover, in our example

even a floor set above the laissez-faire price may result in a similar situation where the

equilibrium price strictly exceeds the floor and thus appears nonbinding.1

We then test the main predictions of the two-period example in the laboratory. Consis-

tent with our model, we observe action at a distance when a (seemingly nonbinding) hard

floor is imposed. Moreover, initial price jumps higher with a hard floor than with a soft

floor, although action at a distance for the soft floor is not statistically significant in our

tests. Finally, also consistent with the model, when a very low (theoretically nonbinding)

price floor is imposed, neither a soft nor a hard floor increases the initial spot price.

The intuition for our theoretical results is clear. Take the case of a hard floor in a

grain market. Prior to imposition of the hard floor, farmers may be storing part of their

crop to sell in the future and selling the remainder at the current price. To portray the

current price as equating supply and demand, the analyst must therefore subtract from

current supply the quantity of grain carried into the future. But if a “nonbinding” hard

floor is then imposed below the current price, it may be binding in the future. It will,

therefore, protect farmers against the price of their stored crop falling below the floor in

some adverse future states of the world.2 As a result, farmers will carry more into the

future, the current supply curve will shift further to the left, and the current price will

rise. A soft floor may cause a smaller jump in the current price than a hard floor because

it does not provide complete protection against the price falling below the floor in the

future.

Seemingly nonbinding hard floors affect real-world grain markets. The Financial Times

(August 19, 2013) reports “Beijing’s minimum procurement price for domestic long grain

1This phenomenon is a consequence of the mechanism we investigate and the continuity of the equi-

librium price as a function of the the floor (hard or soft). That is, if a floor set at the laissez-faire price

results in an equilibrium price strictly above that floor, the price will also be strictly above the floor if the

floor is set in some interval above or below the laissez-faire price. Thus, in real-world examples, when the

floor affects the equilibrium price despite being strictly smaller, one cannot infer from this gap whether

the floor has been set above or below the laissez-faire price. To avoid repetition, when discussing the

mechanism we focus only on floors below the equilibrium price.
2Although the floor in our example affects the equilibrium if it is at least 60% of the initial price, a

much lower number is easy to generate. In general, a floor displaces the laissez-faire equilibrium if the

lowest price in some future state of the world is below the floor.
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rice is set at $420 per tonne but spot prices are about $600 per tonne. . . ” Nonetheless,

without specifying the mechanism, FT goes on to say that “Beijing’s price support for

grain has led to high prices.”

Seemingly nonbinding soft floors affect real-world emissions markets. The cap-and-

trade program in California provides an instructive example. Prior to 2016, the auction

price exceeded the price floor and auctions were fully subscribed. In 2016, however, a

legal challenge from the California Chamber of Commerce threatened to invalidate the

entire program. For the four quarterly auctions of 2016 and the first auction of 2017, legal

uncertainty suddenly rendered the static analysis appropriate. With the continuation of

the program in jeopardy, the reserve price of future auctions no longer provided protection

against a future capital loss, and traders acquired only the permits needed to cover their

emissions at the next true-up. As a result, each of the 5 auctions settled at the reserve

price, with every auction under-subscribed. On June 28 2017, however, the legal risk

subsided and continuation of the program was assured.3 With program continuation

assured, future price floors resumed their role as protection against future capital losses,

carryovers increased, and the price jumped again above the price floor, a situation which

has persisted ever since.4

Although no floor, a soft floor and a hard floor seem to be qualitatively dissimilar

policies, we develop a unified framework to analyze them. Each can be regarded as a

provision (through a harvest or auction with no reserve price) of g units followed by a

constrained nonnegative buyback at exogenous price f. In the case of no floor, the buyback

is zero; in the case of a soft floor, the buyback cannot exceed the size of the auction or

harvest (g); in the case of a hard floor, the buyback is unlimited.

3As recounted in an EDF-IETA report, “2017 brought greater market certainty as the California Third

District Court of Appeal upheld the design of the cap-and-trade auctions, the California Supreme Court

declined [on June 28, 2017] to review the case which upheld the lower court’s ruling, and the California

Legislature passed a bill to extend the program until at least 2030. Taken together, these factors have

created a great deal more assurance in the future of the program, and allowance prices and demand have

steadily risen through the final three joint auctions of 2017.”
4After the first few auctions, the price in the secondary market at the time of the auction was virtually

the same as the price successful bidders paid for the identical permits at that auction. Auctions occur

quarterly while trading on the secondary market occurs daily.
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Both the literature on agricultural price supports and the literature on emissions per-

mits analyze the stochastic, competitive equilibrium that arises when profit-maximizing

private agents can sell an asset (be it a bushel of wheat or a permit to emit a ton of

carbon) at the current price or can store it for future use. Both literatures recognize that

unpredictable weather and other shocks continually disturb these markets.

Competitive equilibrium carryover models of grain under harvest uncertainty were first

solved by Gustafson (1958) and subsequently by Samuelson (1971). Both solved the

associated planning problem using dynamic programming and then appealed to the second

welfare theorem to infer equilibrium price functions. Gustafson solved the problem on

a computer, which requires numerical specification of the demand curve and harvest

distribution. Samuelson analyzed the laissez-faire problem for arbitrary strictly concave

utility functions and harvest distributions.

Gardner (1979) and Salant (1983) introduced a government buffer stock policy into this

model.5 Since nothing a priori is maximized under the government policy, both authors

computed recursively the sequence of equilibrium price functions, instead of the sequence

of value functions used in dynamic programming. A common policy in agricultural mar-

kets is a price band where the price floor is enforced by unlimited government purchases

at the floor and the price ceiling by sales at the ceiling up to the limit of the government’s

inventory. To analyze the effects of a price band, Gardner utilized a computer, which re-

quires not only numerical specification of the demand curve and harvest distribution but

of the price ceiling and price floor. Following Gardner, there have been many subsequent

simulations, most notably Miranda and Helmberger (1988). In analyzing the special case

of a price peg (where floor and ceiling coincide), Salant dropped the numerical restrictions

and provided a more general analysis.6

5Unlike Gardner (1979) and Salant (1983), Wright and Williams (1982) introduced price-responsive

supply into the model.
6Among the other important contributions to the vast literature on storage under uncertainty with

and without government intervention are the books by Williams and Wright (1991) and Newbery and

Stiglitz (1981) and articles by both research teams, Newbery and Stiglitz (1979) and Wright and Williams

(1988). Our focus in this paper is on the immediate effects on the price of imposing soft or hard floors and

on their effects on the price and carryover functions which determine the stochastic equilibrium. Wright

and Williams, on the other hand do not study soft floors and focus instead on how hard bufferstock

interventions affect the stationary distribution of prices. Hence, the analyses are complementary.
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Schennach (2000) was among the first to note the close connection between these models

of commodity markets and the modeling of intertemporal emission allowance markets

under uncertainty. She observed that an unanticipated increase in the possibility that the

bank might fall to zero at some point in the future (a “stockout”) raises the current price.

Schennach pointed out that the current effect of the possibility of future stockouts had

been extensively analyzed in the commodity markets literature.

Burtraw, Palmer and Kahn (2010) provided a detailed assessment of the arguments for

a price collar and clearly enunciated the case for expecting action at a distance, observing

that “even if the one-sided safety valve never does bind, its introduction to a cap and

trade program affects the expectation of future emissions levels and allowance prices and

thereby the expectations about the payoff from various investment strategies” (2010, pp.

4922). They used a simulation model to show how a price collar changes the probability

distribution of future allowance price outcomes and how this feeds back to current and

future paths for electricity market outcomes.

Borenstein et al. (2019) estimated the drivers of California greenhouse gas emissions

and the balance of the supply and demand for CO2 allowances under the California

cap-and-trade program, treating the 8-year period (2013-2020) as an integrated whole.

They did not formally attempt, as we do, to describe the stochastic evolution of prices

within that period. Thus, as it applies to the California example, our paper complements

theirs. Informally, however, they remark “the fact that California’s allowance prices

were higher than the other major GHG cap-and-trade programs from its inception. . . is

almost certainly due to its relatively high price floor.” P. 3955. Evidently, they share the

belief that the soft floor has elevated the permit price within this period even though the

floor has been “nonbinding” in all but the year when the program was in legal jeopardy.

Our contribution is to explain formally the mechanism responsible for this “action at a

distance.”

Some earlier experiments have tested the effects of nonbinding price controls in com-

modity markets, but none in the dynamic setting we explore here.7 There have been

7Isaac and Plott (1981) were able to reject the hypothesis that nonbinding price controls act as focal

points for bidders in auctions for emission allowances but were not able to conclude that nonbinding

controls push prices away from the competitive equilibrium. Smith and Williams (1981) found that

nonbinding price controls in a static double auction may result in behavioral bias in bids and offers that
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numerous experiments involving emission markets with features designed to reduce price

variability. Most of these price collar experiments implement controls by adjusting the

available supply of allowances. Price floors are implemented either as an auction reserve

price or unlimited government repurchase. Price ceilings use some form of reserve released

at a high price trigger.8

Perkis, Cason and Tyner (2016), in a static experimental setting, found that, for binding

controls, soft collars were not as effective as hard ones in reducing price volatility. Also

in a static setting, Friesen et al. (2019) explored in detail the possible effects of different

mechanisms for damping high price shocks.9 Their experiments confirm theoretical results

showing that supply reserves intended to dampen high-price shocks can sometimes lead

to higher allowance prices for emitters.

Stranlund, Murphy and Spraggon (2014) used a multi-period setting to show that,

even in the presence of banking, price collars may reduce price volatility, since market

participants may not be able to smooth compliance costs sufficiently with banking alone.

Cason, Stranlund and de Vries (2020) showed that a hard price floor increases investment

in reducing future abatement costs by increasing the expected return to that investment.

In experiments on price collars in the EU-ETS, Holt and Shobe (2016) had subjects

acquire emission allowances in an auction with a reserve price and a high trigger price for

the release of additional allowances. Allowances could be banked for future use, inducing

temporal smoothing by subjects. Their results suggest that, even when the reserve price

is strictly below the spot price, raising the auction reserve price raised the observed spot

price, consistent with our prediction of “action at a distance” with a soft floor.

shifts the price away from the nonbinding control. We find price responses resulting from a rational

response to (seemingly nonbinding) price floor in a dynamic setting.
8In one exceptional case, the European Union Emission Trading System (EU-ETS) Market Stability

Reserve was intended to raise emission allowance prices by directly restricting the number of banked

allowances. Holt and Shobe (2016) used experiments to explore some of the unintended consequences of

trying to reduce price volatility by controlling the size of the allowance bank.
9Friesen et al. (2020) use a static specification to show that supply adjustment mechanisms may

change bidding behavior in emission allowance auctions, pushing bids closer to price floors and ceilings,

but their paper focuses on behavioral responses to auction design, which is distinct from the expectations

mechanism we explore here.
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Although one can sometimes infer from simulations and laboratory experiments the

occurrence of “action at a distance” when a floor is imposed, theory is necessary to

clarify the underlying mechanism and to identify in general conditions sufficient for such

a phenomenon to occur.

We proceed as follows. In section 2, we investigate the traditional infinite-horizon

model. Treating the three policy regimes in a unified manner, we provide conditions

sufficient for action at a distance and for the price jump to be larger when the imposed

“nonbinding” price floor is hard rather than soft. The proofs of these propositions, which

involve contraction-mapping arguments, are relegated to the Appendix. In section 3,

we present a tractable, two-period model where the mechanism at work in the infinite-

horizon model is predicted to generate action at a distance. Section 4 describes our

experimental test of the main predictions of this two-period model and generally confirms

the predictions of the model. Section 5 concludes the paper.

2. The Infinite-Horizon Model

We consider an infinite-horizon stochastic competitive model of storage where “spec-

ulators” are risk neutral and have rational expectations. To avoid confusion, we present

the agricultural interpretation first and the emissions-trading interpretation at the end of

the section. The analysis is in discrete time. In the agricultural interpretation, a period

represents the time interval between harvests.

We assume that in every period the mean harvest g units is displaced by one of K

possible exogenous shocks denoted αk, with α1 > . . . > 0 > . . . > αK . State k occurs with

exogenous probability πk > 0. We assume
∑K

k=1 πkαk = 0.

After observing the realized current available stock, agents decide how much of the

stock to carry over and how much to sell to consumers or the government. Carryover

from period t is denoted xt. We assume no storage costs, so what is carried out of period

t equals what is carried into period t+1. This carryover is supplemented at the beginning

of period t+ 1 by the realized harvest g + αk. Consumer demand is a strictly decreasing,

differentiable function of the current price with choke price pc. That is, D(p) = 0 for p ≥
pc and D(p) > 0, D′(p) < 0 for 0 < p < pc.
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We wish to compare the equilibrium that arises under three distinct government policies:

no price floor, a hard price floor supported by unlimited bufferstock purchases, and a soft

price floor supported by limited bufferstock purchases. The soft price floor arises in

the emissions trading interpretation, although there do exist agricultural loan programs

collaterlized by the crop size that are similar.10 Each of these three policies is a special

case of a more general policy.11 Under that policy, the government defends an exogenous

price floor (f) by buying nothing if the market price exceeds the floor, ḡ if the market

price is below the floor and some intermediate amount if the market price coincides with

the floor. We denote the government demand correspondence as R(pt; ḡ) :

(1) R(pt; ḡ)


= 0 if pt > f

∈ [0, ḡ] if pt = f

= ḡ if pt < f.

For no floor (denoted by a superscript N), ḡ = 0. For the soft floor (denoted by a

superscript S), ḡ = g, the expected harvest. For the hard floor (denoted by a superscript

H), ḡ = ∞. Henceforth, we suppress ḡ and refer to the three policy regimes as Ri(pt)

for i = N,S,H. Let A = xt−1 + g + αk denote the realized availability at time t. When

we express price or carryover as a function of availability we write pi(A) or xi(A), respec-

tively, suppressing the dependence on the floor that exists when i = H,S. The existence,

uniqueness and properties of pH(A) and pS(A) are established in the Appendix. pN(A)

has been studied extensively in the literature.

In any infinite-horizon equilibrium the market clears at each date and state, and each

price-taking, risk-neutral agent maximizes expected wealth. Hence, given policy regime i,

any equilibrium price function pi(A) and storage function xi(A) must satisfy the following

10Most agricultural price floors around the world are hard. As our colleague Erik Lichtenberg has

pointed out, however, there are loan programs available to farmers in the US that resemble soft floors. In

particular, farmers can borrow using their crops as collateral valued at an exogenous price f. Forfeiting

the collateral is then optimal if pt < f. When the random shocks affect demand and the harvest is

deterministic, the soft floor can be interpreted as representing this policy.
11We are indebted to Christophe Gouel for this insight.
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conditions:

A = xi(A) +D
(
pi(A)

)
+Ri

(
pi(A)

)
(2)

xi(A) ≥ 0, pi(A)− β
K∑
k=1

πkp
i
(
xi(A) + g + αk

)
≥ 0 with comp. slackness(3)

Equation (2) requires that, for any realized availability A in the current period, the price

adjusts to clear the market. Equation (3) requires that, for any availability A, price-

taking, risk-neutral speculators with common probability assessments of the state next

period carry over a quantity which maximizes expected profits. If carrying stock over is

less profitable than an immediate sale, none is carried over; if positive carryovers occur,

a sale in the future is expected to be as profitable as an immediate sale.

2.1. Theoretical Results. To begin, we review results established by Gustafson, Samuel-

son, Wright, Williams, and others for the laissez-faire version of the infinite-horizon

problem (denoted by a superscript N). In the special case of equations (2)-(3) where

RN(pt) = 0, these authors have shown that the unique equilibrium price function pN(A)

is strictly positive and strictly decreasing while the equilibrium carryover function xN(A)

is weakly positive and weakly increasing.12 These two functions clear the market for any

availability A.

The stock available for consumption or storage in period t+1 equals the carryover from

period t plus the stochastic harvest realized at the outset of t+ 1. Recall that α1 denotes

the largest of the K possible harvest shocks. Let A∗ denote the unique solution to the

following equation:

(4) A∗ = xN(A∗) + g + α1.

12Consider the infinite-horizon, discrete time planning problem where in each period utility is a dif-

ferentiable, concave function of consumption. Denote the optimal consumption with availability A as

c(A) and the maximized discounted expected utility from following that policy as J(A). Provided c(A)

is in interior, the sufficient conditions for the maximum value function to be differentiable are satis-

fied (see Benvensite and Scheinkman (1979)). Then the envelope theorem implies J ′(A) = U ′(c(A)),

where primes denote differentiation. Differentiating, J ′′(A) = U ′′(c(A)) · dc(A)
dA . Assuming U ′′(·) < 0,

it is easily shown that J ′′(·) < 0. Therefore, dc(A)
dA > 0. The second welfare theorem implies that this

planning problem can be decentralized as a competitive equilibrium: U ′(c(A)) = pN (A). Differentiating,

U ′′(c(A))dc(A)
dA = dpN

dA < 0, for A > 0. When xN (A) > 0, dx
N

dA ∈ (0, 1).
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We depict the determination of A∗ in Figure 1.13 If A0 < A∗, availability resulting from

a run of largest harvests will follow the following deterministic difference equation:

(5) At+1 = xN(At) + g + α1.

𝑥𝑥𝑁𝑁(𝐴𝐴𝐴𝐴) + 𝑔𝑔 + 𝛼𝛼1

𝐴𝐴𝑡𝑡+1

𝐴𝐴0 𝐴𝐴 ∗

45º

𝐴𝐴𝐴𝐴

𝑔𝑔 + 𝛼𝛼1

Figure 1. Determination of Fixed Point A∗ When Initial Carryover is

Positive (xN(A0) > 0)

That a seemingly nonbinding price floor can displace the equilibrium in the laissez-faire

model of the literature can be deduced from previously established results:

Proposition 1. If xN(A0) > 0 and A0 < A∗ then any seemingly “nonbinding” price floor

f ∈ (pN(A∗), pN(A0)] will displace the equilibrium.

Proof. Choose any Â in the interval [A0, A
∗). Then since the price function is strictly

decreasing, pN(A∗) < pN(Â) ≤ pN(A0). Define f = pN(Â). Then f is below the initial

price and is seemingly “nonbinding”. Nonetheless, a run of large harvests can occur with

positive probability. In that case, At will grow monotonically toward A∗. Consider the

earliest period when At > Â. In the absence of government intervention, the market would

clear. But with either type of floor, the additional demand of the government buffer stock

manager (RH(pt) > 0 and RS(pt) > 0 since p < f) would result in excess demand. Hence,

the nonbinding floor displaces the equilibrium. �

More generally, in any stochastic model, imposition of an unanticipated but permanent

policy may not appear to bind initially but will nonetheless displace the equilibrium if

13Linearity of xN (At) + g + α1 is graphically convenient but is unnecessary for our argument.
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there is any future state achievable with positive probability where the market would no

longer clear after the policy is imposed.

How is equilibrium restored in our model? Intuitively, since the carryover in the original

equilibrium is strictly positive in every period, the initial price in the absence of the

government intervention must equal the discounted price initially expected to prevail in

the future (equation (3)). Hence the excess demand in that future period will communicate

itself to the price in the initial period, resulting in a price jump. We establish this formally

in Proposition 2, which provides sufficient conditions for an unanticipated floor inserted

strictly below the laissez-faire price in an infinite-horizon competitive problem to cause a

strict jump in the equilibrium price with the jump strictly larger if the floor is hard than

if it is soft.14

Proposition 2. Under each of the three policies, there exists a unique equilibrium price

function pi(A). The price functions can be weakly ranked across the three policies: pH(A) ≥
pS(A) ≥ pN(A). If the following conditions hold: (i) xN(Ã) > 0; (ii) pN(Ã) > f ; (iii)

pS(xS(Ã)+g+α1) < f, then pH(Ã) > pS(Ã) > pN(Ã) > f and xH(Ã) > xS(Ã) > xN(Ã).

Proof. The formal proof first establishes the existence and uniqueness of the equilibrium

price function for each policy using a contraction-mapping argument. Next it establishes

recursively that these three fixed points can be weakly ranked for any availability A.

Finally, it shows, under conditions (i)-(iii), that the discounted price expected next period

if the current available stock is Ã can be strictly ranked. This in turn implies that the

current prices can be strictly ranked with the floor strictly below even the lowest of them.

Since the government would not be called upon to intervene under any of the three policies,

the carryovers must be strictly ranked in the same order: xH(Ã) > xS(Ã) > xN(Ã). See

the Appendix. �

The intuition for Proposition 2 is clear. Suppose, given current availability Ã, that the

largest harvest would drive the price next period strictly below f , if a soft floor were in

place (condition (iii)). Then if the floor were instead hard, the price next period would

be strictly larger than the soft-floor price since it can never fall below the floor. And if

laissez-faire prevailed, the price next period would plausibly be strictly lower than the

14To illustrate our key points, we carried out simulations of the three policy regimes. Simulation

results are provided in the supplemental online materials.
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soft-floor price since the government would never buy up g units. Since the price under

the three policies can be weakly ranked in every state and strictly ranked in state 1, next

period’s discounted expected price under the three policies can be strictly ranked. And

since condition (i) along with equations (1) and (3) imply that the current price under

each policy must equal the discounted expected price in the next period, the current price

under each policy can be strictly ranked, with even the lowest of these, the laissez-faire

price, strictly above the floor (condition ii).

These two propositions clarify how the deterministic result of Dwight Lee (1978) gen-

eralizes to a stochastic setting. Lee considered the effects of imposing in a deterministic

Hotelling model an unanticipated, permanent hard ceiling above the current price (but

below the choke price), implemented by the government’s offer to sell from its bufferstock

a perfect substitute at the ceiling price. Although it is therefore seemingly nonbinding,

Lee showed that the unanticipated imposition of such a ceiling would result in excess

supply (the counterpart to the excess demand in our Proposition 1) along the old equi-

librium price path since buyers would switch to the government source once extractors

charged more than the ceiling price. Lee then went on to show how elimination of this

disequilibrium required the initial price to jump down.15 In the case of a price floor, our

Proposition 2 shows that an upward price jump to a level above the floor may be necessary

to restore the equilibrium.16

15If such a ceiling were imposed, it would displace the equilibrium. Although the old extraction path

would still maximize wealth along the old price path, it would now result in excess supply. In the new

equilibrium, the extractors would sell more of their reserves in every prior period, exhausting them as the

price ceiling is reached. Thus, in his deterministic framework, Lee showed that a seemingly nonbinding

price ceiling would displace the equilibrium, lowering the initial price.
16In our stochastic model, it can be shown that for a fixed initial availability A0 the price with a hard or

soft floor pi(A0; f) is continuous in f for i = H,S. Since a floor of either type set equal to the laissez-faire

price pN (A0) will result in new initial price strictly above the floor (pi(A0, f) > pN (A0) = f, for i = H,S,

continuity of these two price functions in f implies that the initial price will exceed the floor if the floor

is imposed in a neighborhood on either side of pN (A0). That is, a floor imposed slightly above the old

equilibrium price will not only displace the equilibrium, which is obvious, but surprisingly will result in a

new equilibrium where the initial price strictly exceeds (rather than coincides with) the floor. The same

phenomenon occurs in our two-period model of Section 3; notice in Figure 2 that hard floors between

152 and 182 exceed the laissez-faire price but nonetheless are below the first-period price; the same point

holds qualitatively in the case of a soft floor. The counterpart in Lee’s model to this result is that a price
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2.2. Reinterpreting the Market-Clearing Condition for Demand Uncertainty

and Emissions Permit Auctions. In this subsection, we re-interpret the previous al-

gebra for the case where g emissions permits are auctioned with reserve price f each period

and the permits acquired are either added to the “bank” of permits carried into the next

period or relinquished to cover emissions since the last true-up. The mean number of

permits which must be surrendered is denoted D(pi). The actual number required is the

mean number displaced by shock αk. The higher the permit price since the last true-up,

the more abatement will have occurred in the interim and the smaller the mean number

of permits which need to be surrendered. Hence D′(pi) < 0.

Recall that in our model, agents (a) enter the current period with carryover from the last

period, (b) receive a realized shock and (c) acquire additional stock. Previously we referred

to the sum of these three terms collectively as the “available stock”A without decomposing

this stock. We now break A into its three components. Denoting the carryover from the

previous period as x−1, the realized shock in the current period as α and the stock acquired

then as g, we conclude:

(6) A = x−1 + g + α.

Substituting this expression for A into the left-hand side of the market-clearing equation

(2) and subtracting17 from both sides of the equation the sum α+Ri (pi(A)) we conclude:

(7) x−1 + [g −Ri
(
pi(A)

)
] = xi(A) + [D

(
pi(A)

)
− α].

The left-hand side of (7) equals current supply and the right-hand side equals current

demand. The equation holds for the three policies (i = H,S,N), but since we will be

applying it to emissions trading with a soft floor, we focus only on i = S. Equation (7)

then says that when g permits are auctioned with reserve price f, the number of permits

carried into the period (x−1) plus the number of permits acquired (g−RS
(
pS(A)

)
) equals

ceiling imposed below the old initial price will not only displace the equilibrium, but it will result in a

new equilibrium where the initial price is strictly below the ceiling (rather than coinciding with it).
17Alternatively, we can decompose the A term in the market-clearing equation (2) using (6) and then

re-express that equation as requiring that excess demand in the current period equal zero. In that case,

we simply merely need to regroup terms in the resulting equation.
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the number of permits carried out of the period (xS(A)) plus the number of permits

surrendered at true-up (D
(
pS(A)

)
− α).

3. The Two-Period Model

3.1. Theory. In essence, the phenomenon we are studying arises because the imposition

of a price floor can change the prices rationally expected in the future. This change in

expected prices in turn induces a change in the profit-maximizing carryover in the current

period and the price required to clear the market. Compared to laissez-faire, carryovers

may be strictly larger if the government offers to purchase in the future a limited amount

at price f and even larger if it is willing to buy an unlimited amount.

The simplest environment in which to study such phenomena has two periods and two

states of nature in the second period. To strip the model to its barest essentials, we

assume no discounting, no first-period price floor, and linear demand. To emphasize that

our formulation applies not only to “supply uncertainty” emphasized in the agricultural

literature but to “demand uncertainty” emphasized in emissions permit literature, we

interpret the shocks as affecting demand in this section and the next.18

Assume the inverse demand curve is p = m(a − Q). Assume availability in the first

period (denoted A0) is exogenous. This endowment is either consumed in the first period

or carried into the second period. Denote the carryover as x. To clear the market in the

first period, the price adjusts so that demand equals the exogenous endowment net of the

carryover into the next period:

(8)

consumption︷ ︸︸ ︷
a− p/m =

endowment︷︸︸︷
A0 −

carryover︷︸︸︷
x .

We emphasized, in the introduction, that this deduction from supply is endogenous. The

first-period price is a strictly increasing function of the carryover into the next period:

(9) p(x) = m(a− (A0 − x)).

In the second period, the horizontal intercept of the linear inverse demand function

(denoted a) is displaced by either a shock resulting in a higher price (denoted αh) or a

shock resulting in a lower price (denoted αl). Denoting the probability that state k occurs

18It is straightforward to reinterpret the shocks as affecting supply instead of demand (see Section 2).
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as πk, we assume πhαh +πlαl = 0. Supply in the second period in state k consists of what

is carried over from the first period plus what the government auctions in the second

period (denoted g) net of what it buys back (denoted Ri(pik)). Since nothing is carried

out of the second period, the price in state k adjusts so that what is carried into that

period, supplemented by the units auctioned (net of any repurchases) equals the quantity

demanded.

(10)

carryover︷︸︸︷
x +

gov′t net sales︷ ︸︸ ︷
[g −Ri(pik)] =

demand in state k︷ ︸︸ ︷
(a− pik/m)− αk, k = h, l.19

We denote the term in square brackets on the left as gik: net sales by the government in

state k under policy i for i = H,S and k = l, h. We denote the terms a− αk on the right

as ak. So αl > 0, αh < 0, and ah > a > al. For any f and any policy, the carryover x

determines the first-period price (equation (9)) and the second-period price in each state

(10). In equilibrium, the carryover adjusts to equate the first-period price to the expected

price in the second period.

In the absence of a price floor, the second-period price is a state-dependent, strictly

decreasing function of the carryover:

(11) pNk (x) = m (ak − (x+ g)) .

Therefore, the price expected in period 2 is a strictly decreasing function of the carryover:

(12) EpN(x) = m (πh[ah − g − x] + πl[al − g − x]) = m (E(ak)− (x+ g)) ,

where πl > 0, πh > 0, πl + πh = 1, and E(ak) = πlal + πhah = a.

Assume that g ∈ [0, A0). This insures that pN(0) < EpN(0) and pN(A0) > EpN(A0).

Then permits will be carried into the second period until the price in the first period

19Equation (10) is the counterpart to equation (7). In contrast to (7), however, carryout on the right-

hand side of (10) is zero, which is the reason why the two-period formulation is so tractable. Equation

(10) can have other interpretations. If g is a deterministic harvest, (10) can be interpreted as agricultural

carryover with stochastic demand. RH(pik) would then be interpreted as a conventional agricultural price

support. RS(pik) would be interpreted as the deterministic harvest farmers put up as collateral when

borrowing from the government, which they find optimal to forfeit instead of paying back the loan if the

crop price in the low state falls strictly below f. Alternatively, the term αk could be transposed to the

left-hand side of equation (10) to represent a stochastic harvest, the interpretation adopted in previous

section.
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(defined in equation (9)) equals the price expected to prevail in the second period (defined

in equation (12)). These two equations uniquely define the initial price and carryover

under laissez-faire, with xN ∈ (0, A0).

Denote the lower of the two state-contingent prices under laissez-faire in the absence

of a floor as pNl . If either type of floor is inserted below that price, it will have no effect.

That is, the first-period price with either type of floor will equal the laissez-faire price

(pH = pS = pN) and the second period price in state k will be equal (pHk = pSk = pNk for

k = l, h.

Suppose, however, f > pNl . For f > pNl but less than a threshold f ∗ (defined at end of

the paragraph), the carryover, first-period price, and the two state-dependent prices in the

second period are the same under both the hard and the soft floor f . The carryover is a

strictly increasing function of the floor.20 Intuitively, if the carryover did not change when

the price floor increased, then the first-period price would not change, the price in the

high state would not change but the price in the low state would increase since it equals

the floor. Since the expected price would then be higher than the unchanged current

price, there would then be an unexploited profit opportunity. The opportunity would be

even larger if the carryover decreased when the price floor increased. So the carryover

must strictly increase in response to an increase in the floor. The carryover increases

until the first-period price rises and the price in the high state of the second period falls

enough for the arbitrage opportunity to be eliminated. Since the increased price in the

low state would decrease demand, while the additional carryover from the first period

would raise supply, the government would have to increase its purchases to eliminate the

excess supply that would otherwise occur in the low state. Recall that net sales by the

government in state k under floor policy i = S,H is denoted gik : gik = g −Ri
k(pik). Since

there are no repurchases in the high state, gih = g. And we have previously shown that, as

f increases, repurchases in the low state increase. Therefore, gil falls. Define the threshold

f ∗ as the floor such that gHl (f ∗) = gSl (f ∗) = 0.

20The first period price equals the expected undiscounted price next period. The first period price

is given in equation 9. If f > pNl but below the threshold f∗, the expected price next period is πlf +

πhm(ah − g− x). Equate the first period price to this expected second period price when the floor binds

only in state l. Differentiating with respect to f , we conclude: dx
df = πl

m(1+πh)
. Therefore, the carryover

must be a strictly increasing function of f for f > pNl but below the threshold f∗.
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The soft floor and hard floor have the same effect for f ≤ f ∗, but for f > f ∗, the effects

differ. If the floor is hard, further increases in it continue to raise the carryover, to raise

the price in the first period and in the second period’s low state and to lower the price

in the second period’s high state. gHl continues to fall, which means it is negative. If the

hard floor is increased so much pHh falls to f, the first-period price must also equal f since

it is the weighted average of the two state-contingent second-period prices, each of which

equals the floor.21

The effects of raising the soft floor above f ∗ are quite different. Once gSl = 0, it cannot

decrease further when the soft floor increases. We interpret the soft floor as an auction

reserve price.22 If f ≥ f ∗, nothing is sold since the low-state price is below the reserve

price. For reserve prices exceeding f ∗, the price in the low-state is below the reserve price

so nothing is sold in that state while g units continue to be sold in the high state. Neither

the carryover nor any of the three prices change when the reserve price increases. They

remain frozen at the levels attained when f = f ∗. A sufficiently high reserve price equals

the frozen first-period price.23

21Our interest (and laboratory tests) concern floors that raise the first period equilibrium price even

though they are strictly below it. But for readers who want to know what happens after the hard floor

reaches the first-period price, a higher hard floor will continue to be equal to the first-period price and

the state contingent prices. The carryover continues to increase with the hard floor. Since demand in

the high state will be smaller and the carryover will be larger as f increases, the government will have

to buy up the excess even in the high state. That is, not only is gHl < 0 < g but, for hard floors in this

range, gHh < g.
22If the auction has no reserve price but there is instead a buyback at the floor price limited to g, then

at f = f∗ there is a buyback of g units.
23Our interest (and laboratory tests) concern reserve prices strictly below the first-period price. But

for readers who want to know what happens after the reserve price reaches the initial price, the carryover

and three prices remain frozen until the reserve price reaches the frozen price in the high state; further

increases in the reserve price cause gSh to fall; in this range, therefore, some of what is offered at auction

is not purchased even in the high state because the reserve price is so high. Higher reserve prices result in

even less being sold in the high-state auction, larger carryovers, higher first-period prices, lower low-state

prices, and higher high-state prices. When the reserve price is high enough that gSh = 0, the government

sells nothing at its auction even in the high state. Further increases in the reserve price have no effects

on the equilibrium because at such a high reserve price, the government sells nothing in either state.
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(a) Carryovers and Net Sales (b) Prices

Figure 2. Graphical Representation of the Model for the Parameters Used

in Our Experiment

3.2. Example. To illustrate, we derive the price and carryover functions for a specific

example and depict them in Figure 2. Our laboratory experiment in Section 4 utilizes the

same example.

Let a = 100 αl = 30 αh = −30 A0 = 40 g = 8 m = 2 πh = .5

As we show below, the laissez-faire price in this example is 152. Despite this, a floor

of either type larger than 60% of this price will cause the first period price to jump up.

Soft and hard floors between 60% and 68% of the laissez-faire price have identical effects.

Beyond that hard floors have stronger effects than soft floors. Until the hard floor is 20%

above the laissez-faire price, the price in the first period continues to exceed the hard

floor, making it seemingly “nonbinding.” In other words, hard floors exert “action at

a distance” over the broad interval which begins 40% below the laissez-faire price and

extends to 20% above it.

It is straightforward to verify that under laissez-faire, the carryover of xN = 16 drives

the first-period price up to pN = 152 and the state-contingent prices in the second period
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down to pNh = 212 and pNl = 92 (with expected price 152). Since the lowest state-

contingent price in the second period is 92 (60% of the initial price of 152), any price floor

below f = 92 has no effect, while any higher price floor will raise the first-period price

above 152. If f > 92 and the floor is hard, pHl = f and the equilibrium carryover again

adjusts to equate the price in the first period to the expected future price: xH = f/6+2/3.

Thus, if the hard price floor affects the equilibrium, the carryover is an increasing function

of the floor. Substituting this carryover into the formula for the initial price and the price

in the high state, we obtain pH = f/3+1211
3

and pHh = −f/3+2422
3
. Intuitively, when the

hard floor increases, the initial price increases and the high-state price decreases because

more is carried into the second period. The price in the low state will equal the hard floor,

f. To support this price in the low state, the government net sales must be gHl = −2f
3

+691
3
.

When f = 92, gHl = 8. When f = 104, gHl = 0. Therefore f ∗ = 104. When the hard floor

f > 104, gHl < 0. The government sells a negative amount (i.e. buys back more than it

auctioned).

If the floor is soft, however, net sales (gSl ) cannot be negative. Hence, for f > f ∗ = 104

the soft floor and hard floor have different effects. For a soft floor f > 104, the carryover

remains xS = 104/6 + 2/3 = 18 and so the initial price remains pS = 104/3 + 1211
3

= 156,

the price in the high state remains pSh = −104/3 + 2422
3

= 208, and the price in the low

state remains pSl = 104.

We plot the carryover and government net sales as a function of the floor in panel (A)

of Figure 2 and the three prices as functions of the floor in panel (B) of Figure 2. Note

in panel (B) that for f ∈ (92, 182), the initial price exceeds the hard floor (pH > f) and

for f ∈ (92, 156) the initial price exceeds the soft floor (pS > f).

4. A Laboratory Experiment to Test the Theory

Our experimental design is based on the example we provided in section 3.2. Recall

that our model predicts that, for an extremely low price floor, neither soft nor hard floor

will affect the carryover. To test this prediction, we use a floor of 68. In contrast, action

at a distance occurs for floors higher than 92. Since in our experimental design, we wanted

the two floor policies to have distinguishable effects, we set the floor at 128 so that:

(1) it is below the equilibrium price in the first period
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(2) it does not bind in the high-demand state

(3) it is larger than 104 so that the hard and soft floors are distinguishable.

Table 1 provides a summary of the experimental design and gives our model’s predic-

tions.24 With a floor of 68, there are no differences in carryovers or prices among the

treatments: no floor, soft floor and hard floor. With a floor of 128, the effects of the two

floors differ: the carry over increases by two (six) units and the price jumps to 156 (164)

with a soft (hard) floor.25

Given that the main aim of our experiment is to demonstrate action at a distance as

well as to show the differential effects of the soft and hard floor policies, we could have run

only three treatments (BASELINE, SOFT HIGH and HARD HIGH). Instead, we chose

to run two more. The SOFT LOW and HARD LOW treatments allow us to identify

potential behavioral biases regarding the introduction of a price floor, and provides a

stronger test of our model. In particular, if subjects change their behavior when there is

a price floor due to reasons not captured by our model, such as behavioral factors like

anchoring effects, then we should observe similar biases when floor is low.

Recall from Section 2 that a soft price floor may be framed either as a reserve price

in an auction or a government buyback with the amount of the buyback limited to no

more than the amount available at auction for the period. In the laboratory sessions, we

implement the soft price floor by imposing a positive reserve price at an auction since this

is how soft price floors are typically implemented in the field such as in emission markets.

Next we explain the procedures of our laboratory experiment. Our experiment took

place at the Symons Hall Experimental Laboratory (SHEL) at the Department of Agri-

cultural and Resource Economics at the University of Maryland in September-December

of 2018. We used the z-Tree experimental software (Fischbacher, 2007). We recruited

24The reader can easily verify that the prediction in each row of the table is an equilibrium: (1) since

the carryover is strictly positive, the price in period 1 equals the expected price in period 2; (2) the price

in period 1 equates the demand in that period to the initial allocation minus the carryover; and (3) the

price in period 2 equates the private demand in that year and state plus the government buybacks at f

(constrained not to exceed g) to the sum of the carryover and the auction.
25Note that, given the parameters of the model, maximum carryover under the soft floor policy is

18, and hence, our design gives the best chance for the soft floor to be able to increase the equilibrium

carryover and price. One could, however, increase the gap between the soft and hard floor predictions by

choosing a higher floor than 128.
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Price Floor Carryover Price in Period 1 Period 2 Price Period 2 Price

x p if Demand is High if Demand is Low

BASELINE − 16 152 212 92

SOFT HIGH 128 18 156 208 104

HARD HIGH 128 22 164 200 128

SOFT LOW 68 16 152 212 92

HARD LOW 68 16 152 212 92

Table 1. Predictions in a Two-Period Example

University of Maryland students to participate in sessions that last approximately an

hour and a half including payments. We recruited participants on a first-come-first-serve

basis from a large pool of potential participants representing different majors and differ-

ent grade levels. The experimenter read the instructions aloud at the beginning of each

session.

In total, our experiments comprised 5 treatments. Each treatment consisted of 6 ses-

sions with 10 subjects participating. Therefore, in total we have 300 subjects. Each

subject participated in only one session.

Each session consists of two parts. Each part has 5 rounds, 10 rounds in total. In each

round, subjects participate in a 2-period market game where each of them has the role

of a trader in a market for a generic commodity (“grain”). They are asked to decide how

much “grain” to buy, sell, or store.

Upon completion of each session, one round from Part 1 and one round from Part 2

was randomly chosen for determining subject payment. Subjects’ earnings in experimental

dollars (E$) in these two rounds were added up and converted to US Dollars ($) at the

following rate: 100 Experimental Dollars (E$) = 1.00 US Dollar ($). Subjects’ earnings

(plus the $7 show-up reward) were paid to them in private at the end of the experiment.

Most subjects’ earnings were in the range $20-$30. The mean earnings was $24.8.

In the beginning of the experiment, subjects were told that the experiment has two

parts, and that the instructions for Part 2 will only be given after Part 1 of the experiment

is completed. Before each part of the experiment starts, subjects were given a quiz that

tests and reinforces student understanding of the experimental setup. Instructions to our

experiment is provided in the Supplementary Online Materials (SOM), Section B.
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Part 1 of each session does not have any price floor and is identical among all our

treatments. Part 1 serves two main purposes. First, it allows subjects to learn about

the procedures of the experiment. Second, and more importantly, it lets us control for

the unobservable characteristics of the “traders” in our experiment. This way we can

effectively control for variations in the skill levels and other uncontrolled characteristics

of participants (e.g., Smith and Williams, 1981).

Part 2 of the session differs across treatments. Our BASELINE treatment repeats the

same 2-period market game as in Part 1 for another 5 rounds and controls for any “restart

effects” subsequent to the break at the conclusion of Part 1. Soft floor treatments impose

a reserve price in the auction, while hard floor treatments have a buyback guarantee in

the spot market.

At the end of Part 1, participants are told that there will be another 5 rounds of the

game and are told about any changes to the rules from Part 1. So, Part 2 starts with

a brief announcement about the instructions for Part 2. In the BASELINE treatment,

participants are told that the instructions are the same as for Part 1. In the other

treatments, the subjects are told either about the auction reserve price or the guaranteed

buyback at a set price.

In every round, at the beginning of the first period, each subject receives 4 units of grain

and also E$250. Then they participate in a spot market. In the spot market, they have the

opportunity to sell some or all of the grain they own to (pre-programmed) computerized

consumers.26 In the first period, consumer demand for grain is Q = 100− 0.5P as in the

example we provided in section 3.2. To help subjects understand the prices for a given

level of quantity, we provided subjects with a table demonstrating the prices instead of

giving them a formula (see Table 1 in SOM, Section B).

As sellers in the spot market, participants are asked to post offers for the units of grain

they would like to sell. For each of their units of grain, they may post a different offer.

Any grain they do not sell in the first period is automatically carried into the second

period. At the end of the second period, any unsold grain has no value.

26Using computerized consumers allows us to eliminate mistakes of “buyers” which might confound

our results and to focus on the behavior of the “traders.”
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In order to determine the market price as well as who makes a trade, we rank offers from

lowest to highest, giving any tied offers distinct (but randomly determined) ranks, and we

rank valuations of computerized consumers from highest to lowest. Second, we pair the

lowest offer with the highest valuation, the second lowest offer with the second highest

valuation, until we run out of offers. Third, we discard incompatible pairs—pairs where

the buyer values the unit at less than the seller requires to sell it. Every undiscarded

pair results in a transaction. All transactions take place at the same price: the lowest

undiscarded valuation. We refer to this price as the (spot) market price.

At the start of the second period, subjects learn whether demand for grain is high or

low. They can try to augment their stored inventories by bidding in a grain auction where

exactly 8 units of grain are available in a sealed-bid, uniform price auction. Participants

are able to bid (anonymously and simultaneously) for up to two units, subject to their

bids not exceeding their current cash balance. The bids are ranked from high to low. The

grains being auctioned are sold to the highest bidders at a uniform price that is the value

of the highest rejected bid, so all winning bidders pay the same price. If there are 8 or

fewer bids, then all bids are successful and the grain is free. Any unsold grain is no longer

available to the market. After the grain auction, subjects again participate in the spot

market as sellers. In the second period, demand can either be high (Q = 130 − 0.5P )

or low (Q = 70 − 0.5P ) with equal probabilities.27 Other than this change, the rules of

the spot market are the same as in the first period. Before we conducted this study, we

generated six different demand sequences to be used in each session. Therefore, while

the subjects faced a different sequence of random shocks among different sessions, each

treatment has the same six sequences. This design makes the treatments comparable.

In our soft floor treatments (SOFT), subjects are told at the beginning of Part 2 that

there is one change compared to Part 1; there is a reserve price in the auction. Subjects

are not able to submit any bids that are lower than the reserve price. Similarly, in our

hard floor treatments (HARD), at the beginning of Part 2 subjects are told that there

is one change compared to Part 1; there is a special computerized buyer willing to buy

unlimited amounts at a certain price (our hard floor price) in the second period.

27Similar to the demand function in period 1, in order to make it easy for subjects, instead of giving

formulas, we provide them with a table of the valuations of the computerized buyers (see Table 1, in

SOM, Section B).
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Our experiments test whether the comparative static predictions based on our model

hold in the data. In order to test the model’s predictions, we use a between-subjects

comparison and rely on data from Part 2 of each treatment.28 Nevertheless, data from

Part 1 is still valuable.

Under the assumption of random distribution of traders into different treatments, car-

ryovers observed in different treatments should be the same in Part 1. Therefore, we use

data from Part 1 to check whether the random distribution assumption is correct. As

we will see in subsection 5.2, the differences observed in carryovers or in the equilibrium

prices are not significantly different in Part 1, and, therefore, we can attribute the differ-

ences we observe in Part 2 to treatment differences and not to different characteristics of

traders in different treatments.

Predictions of our two-period model lead to two testable hypotheses:

(1) The level of carry over (or the first period equilibrium price) in Part 2 is the same

for BASELINE, HARD LOW and SOFT LOW.

(2) The level of carry over (or the first period equilibrium price) in Part 2 is smallest

for BASELINE, followed by SOFT HIGH and then by HARD HIGH.

In Section 4.2 we report on tests of these two hypotheses and, therefore, focus on

behavior in the first period. For expositional convenience we focus only on the carryover.

The amount of grain sold, the carryover and the market price in period 1 are all directly

related to each other. Therefore, all the results we derive regarding carryover are directly

applicable to equilibrium price in period 1. See SOM (Section C) for experimental results

regarding behavior in the second period.

4.1. Experimental Findings. Figure 4 shows average carryover for the experimental

rounds. The first 5 rounds correspond to Part 1 and the second 5 rounds correspond to

Part 2. We see a general trend that, over the rounds, subjects learn to sell more units

and carry over less in Part 1. And consistent with random distribution of subjects into

different treatments, behavior looks similar in Part 1 among different treatments. Formal

testing of these observations are provided below.

28While a within-subject comparison is also possible, we intentionally avoid that since it is vulnerable

to “restart effects.”
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In Part 2, carryover in the BASELINE treatment is very close to the theoretically

predicted level of 16 in each round. In fact, Table 2 confirms that the mean carryover

is exactly at the predicted level. Figure 3 clearly shows action at a distance in the

treatment HARD HIGH, and, consistent with our prediction, average carryover is highest

in the HARD HIGH treatment relative to any other treatment (including the SOFT HIGH

treatment). We also make an interesting observation. Recall that the introduction of a

very low price floor should not have any impact on the carryovers. In contrast, looking at

the treatments HARD LOW and SOFT LOW, the impact seems to be negative, if any.

While we will establish below that the effect is not statistically significant at the 5% level,

it is important to acknowledge that these two treatments demonstrate that the addition

of a price floor does not automatically lead to higher carryovers and, if anything, there

might be a behavioral bias in the opposite direction.29
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Figure 3. Average carryover, all rounds (5 in Part 1 and 5 in Part 2)

Table 2 presents mean carryover from period 1 to period 2 for each of our treatments

in both parts. We use session averages over all rounds for a given part as independent

29This behavioral bias might be due to the price floor creating an anchor at low prices which might

then lead to pessimistic beliefs on next period’s prices.
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Part 1

Observed Predicted

Part 2

Observed Predicted

BASELINE
17.63 16 16.00 16

(0.72) (0.60)

SOFT HIGH
17.67 16 16.43 18

(0.70) (0.64)

HARD HIGH
18.63 16 18.73 22

(1.42) (1.03)

SOFT LOW
16.87 16 15.33 16

(1.17) (0.79)

HARD LOW
16.57 16 13.90 16

(0.75) (0.96)

Standard errors in parentheses. There are 6 observations per cell.

Table 2. Mean Carryover

observations. To see whether differences in carryovers among different treatments are

statistically significant in Part 1, we perform two-tailed, Mann-Whitney tests for each

pairwise comparison (not shown here). We find that all pairwise comparisons give p-

values larger than or equal to 0.20. Hence, as expected, none of the differences in Part 1

are statistically significant.

The results of the Mann-Whitney tests for each pairwise comparison in Part 2 is pre-

sented in Table 3. Relative to the BASELINE treatment we see that the SOFT LOW

and HARD LOW treatments are not effective as predicted by our model—we observe no

statistically significant differences among these treatments. These results are consistent

with our Hypothesis 1.

SOFT HIGH HARD HIGH SOFT LOW HARD LOW

BASELINE 0.52 0.05 0.52 0.20

SOFT HIGH 0.08 0.38 0.08

HARD HIGH 0.04 0.02

SOFT LOW 0.23

Each cell reports p-values associated with two-tailed Mann-Whitney tests.

Table 3. Are Carryovers Different Between Treatments in Part 2?
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Carryover in the HARD HIGH treatment is significantly higher than carryover in the

BASELINE treatment (at the 5% significance level), in the SOFT HIGH treatment (at

the 10% significance level), in the SOFT LOW treatment (at the 5% significance level)

and the HARD LOW treatment (at the 5% significance level). While the SOFT HIGH

treatment does show an increase in carryover compared to the BASELINE the difference

is not statistically significant. Since carryovers directly determine prices, this implies

period 1 equilibrium price is significantly higher in the HARD HIGH treatment than in

the BASELINE treatment, which is consistent with action at a distance (corresponding

prices can be seen at Table C1 in SOM). Our results also imply the jump in price is larger

for the hard floor than for the soft floor, which is again consistent with our theoretical

predictions. Yet, in contrast to our prediction, the increase in the period 1 price in the

SOFT HIGH treatment is not significant. These results, therefore, provide partial support

for our Hypothesis 2.

We also conducted OLS regressions to check for robustness of our results. We regress

individual carryover on treatment dummies and Round.30 Table 4 shows that almost all of

our results continue to hold. Moreover, our main results are now even more statistically

significant (i.e., action at a distance occurs in the HARD HIGH treatment (p-value =

0.02) and the effect is stronger relative to the SOFT HIGH treatment (p-value = 0.05)).

Similar to the non-parametric analysis, OLS regressions also do not show a significant

effect of the SOFT HIGH treatment on carryovers. The only exception relative to the

non-parametric tests is that carryover in the HARD LOW treatment is now marginally

significantly different than the carryover in the BASELINE treatment, suggesting the

presence of a negative behavioral bias.

One possible reason for not seeing higher carryovers in the SOFT HIGH treatment

might be due to the slight negative behavioral bias that the introduction of a price floor

creates. While not statistically significant at a 5% significance level, we observed such

negative effects in the SOFT LOW and HARD LOW treatments and possibly such an

effect might be cancelling out the positive rational effect that we expect.31 It is important

to stress that the insignificant result of the SOFT HIGH treatment cannot be explained

30Round takes values 1 to 5.
31In fact, the same negative behavioral bias might be responsible from carryovers falling short off the

theoretically predicted levels for the treatment HARD HIGH.
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OLS Regression Analysis 

 

Dependent Variable: Carryover Part 1 Part 2 

SOFT_HIGH 0 0.04 
 (0.09) (0.08) 
HARD_HIGH 0.1 0.27** 
 (0.15) (0.11) 
SOFT_LOW -0.08 -0.07 
 (0.13) (0.09) 
HARD_LOW -0.11 -0.21* 
 (0.10) (0.11) 
Round -0.08*** -0.01 
 (0.01) (0.01) 
Constant 2.01*** 1.63*** 
 (0.08) (0.06) 
N 1500 1500 
Wald tests for Part 2 (only the statistically significant results with p-values 
less than 0.1 are reported): 
H0 : SOFT_HIGH = HARD_HIGH, p-value =  0.05 
H0 : SOFT_HIGH = HARD_LOW, p-value =  0.03 
H0 : HARD_HIGH = SOFT_LOW, p-value =  0.01 
H0 : HARD_HIGH = HARD_LOW, p-value =  0.00 
None of the Wald tests for Part 1 are statistically significant (p-values 
range between 0.18 and 0.82) and hence not reported here. 
Note: * indicates statistical significance at the 10% level, ** at 5%, and *** at 1%. Robust 
standard errors clustered at the session level in parentheses. 30 clusters in total. 

 

 Table 4. OLS Regression Analysis

by subjects’ misunderstanding of this treatment for two reasons. First, recall that, for

each session, at the beginning of each part, subjects completed a quiz to check for under-

standing. We do not find any statistically significant differences in the quiz results among

any of the treatments. Second, the instructions of this treatment is almost identical with

the baseline treatment with one simple exception that no bids lower than the reserve

price may be submitted in the grain auction. This rule was automatically enforced by the

program so that mistakes were not possible.

That said, we conjecture that individual behavior would have been more consistent in

the SOFT HIGH treatment with the model’s prediction, if we had run a longer experi-

ment. It may be difficult for subjects to realize at first that having a high reserve price

implies that they should not buy any units in the auction when demand is low and that



29

the expected price is higher with a high soft floor. Subjects can only get experience with

this when a low demand shock occurs (since when demand is high, reserve price does

not bind and all eight units of grain are purchased). A low demand shock happens only

about two or three times out of 5 rounds. In SOM (Section C), we show that there is

strong learning over rounds in Part 2, but the learning was incomplete. Since we did not

want to run sessions longer than one and a half hours, it is possible that we did not give

subjects enough time to figure out their best strategy.32 Nevertheless, considering that

the hard price floor is significantly effective in increasing carryover relative to both the

no floor case and the soft floor case and that the soft price floor moves carryovers in the

right direction, we believe there is strong evidence consistent with the model.

5. Conclusions

In this paper, we have shown that price floors used in markets for grains and emissions

permits are not “irrelevant” even when inserted below the equilibrium price. Such floors

should raise the equilibrium price under the sufficient condition we identify. Our paper

thus justifies the conjecture in Borenstein et al. (2019) regarding the soft floor in Califor-

nia’s carbon market and in Financial Times (2013) regarding the hard floor in China’s

rice market that nonbinding price floors raise prices. It also explains what Holt and Shobe

(2016) observed in their laboratory experiment with soft price floors.

Our paper goes on to show that, if a second sufficient condition is also satisfied, a

seemingly nonbinding hard price floor will raise prices by strictly more than a seemingly

nonbinding soft price floor. This finding should eliminate the unfortunate current practice

of analyzing price collars in emissions-trading markets as if they were hard floors when in

fact they are soft floors.

In addition to the infinite-horizon model, we developed a two-period version of the

model. The key results of our infinite-horizon model carry over to the two-period case,

32There is one other explanation for not finding statistical significance. Note that, individuals might be

facing a coordination problem in terms of who will carry over. A longer experiment might have diminished

this problem as well, but an experiment longer than one and a half hours has its own problems. Long

experiments could create self-selection, since not all subjects will be available for that long. We were also

worried about the waning of subject concentration towards the end of the sessions.
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and we use this version of the model to derive sharp predictions that we can test ex-

perimentally. Our laboratory experiments confirm our key result that “nonbinding” price

floors can raise equilibrium prices. For both soft and hard floors, if the floor is low enough,

then the floor does not change the equilibrium price, but as the floor rises, it begins to

push the price up even before it becomes binding. Our model also predicts that the ef-

fect of the soft floor will be smaller than with the hard floor. We are able to reject the

hypothesis that there is no difference in the effects of these two types of floors. Finally,

although our experimental results suggest that a soft price floor does raise prices relative

to the no floor baseline, this result is not statistically significant. This might possibly be

explained by a slight behavioral bias created by the introduction of a price floor or by

inadequate learning opportunity due to the time constraint in our experiment. We leave

it to future research to disentangle these two different explanations.
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Appendix

The proof of Proposition 2 proceeds in three steps. We show (1) there exists a unique,

continuous, bounded, weakly decreasing price function pi(A) for each policy; (2) these

price functions can be weakly ranked for any availability A as pH(A) ≥ pS(A) ≥ pN(A);

and (3) for any availability Ã and price floor f satisfying conditions (i)-(iii), pH(Ã) >

pS(Ã) > pN(Ã) > f and xH(Ã) > xS(Ã) > xN(Ã).

Step 1. We review the application to equilibrium price functions of contraction-mapping

arguments usually applied to value functions in dynamic programming.1 Suppose we know

the price function under policy i, pij(A), in some period j and want to compute the price

function one period earlier, pij+1(A). Suppose pij(A) is continuous, bounded and weakly

decreasing. The market must clear in period j + 1 so the following equation must hold:

(13) A = xij+1 +D(pij+1) +Ri(pij+1).

Moreover, profit-maximization requires:

(14) xij+1 ≥ 0, pij+1 − β
K∑
k=1

πkp
i
j(x

i
j+1 + g + αk) ≥ 0, with complementary slackness.

These equations determine the unknowns xij+1 and pij+1 under policy i as functions of A.

Denote the procedure of deducing pij+1(A) from pij(A) as the mapping T i : pij+1(A) =

T ipij(A), for i = H,S,N.

It is easily verified that pij+1(A) will also be continuous, bounded, and weakly decreas-

ing.2 Moreover, for policy i, one can verify from (13) and (14) that the mapping T i satisfies

Blackwell’s sufficient conditions for a contraction mapping of modulus β ∈ [0, 1).3 Since

1For an introductory discussion of contraction-mapping arguments applied to the value function in

dynamic programming, see Adda and Cooper (2003) and its references to the more rigorous exposition in

Stokey and Lucas (1989). For an application of contraction-mapping arguments to the equilibrium price

function of an infinite-horizon storage model, see Salant (1983).
2pij+1(A) is bounded in [0, pc]; continuity follows from the implicit function theorem. If pij+1(A) were

strictly increasing (instead of weakly decreasing), an increase in A would cause strict excess supply in (13)

and would necessitate a strict increase in xij+1. But the strict increase in both the price and carryover

would violate (14).
3To verify his monotonicity condition, note that if the price function at j were uniformly weakly higher,

the discounted expected price at j would be weakly higher for any A and the current price would again
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the space of continuous, bounded, weakly decreasing functions is a complete metric space

under the supremum norm, it follows that (1) each of the three mappings has its own

unique fixed point pi(A) = T ipi(A).

Moreover, since T i contracts, we can start with any continuous, bounded, weakly de-

creasing function, apply T i to it repeatedly and in this way generate a sequence of contin-

uous, bounded, weakly decreasing functions that converges uniformly to the fixed point

of T i. The fixed point will also be continuous, bounded and weakly decreasing.

Step 2. We now show that the three limit functions can be weakly ranked: pH(A) ≥
pS(A) ≥ pN(A). We do so by showing that if a trio of continuous, bounded, weakly

decreasing functions can be weakly ranked as pHj (A) ≥ pSj (A) ≥ pNj (A) for all A ≥ 0 and

j = 1, . . . then pHj+1(A) ≥ pSj+1(A) ≥ pNj+1(A) for all A.4

Proof. To show that pHj+1(A) ≥ pSj+1(A) for all A, we first suppose the contrary: that

pSj+1 > pHj+1 for some A. Consider first an A so low that pSj+1 > f. In that case, (1) implies

RS = 0 and so (13) requires that xSj+1 > xHj+1 ≥ 0. But if xSj+1 > 0, then (14) requires that

pSj+1 = β
∑K

k=1 πkp
S
j (xSj+1 + g + αk) > pHj+1 ≥ β

∑K
k=1 πkp

H
j (xHj+1 + g + αk), where we have

used our hypothesis that pSj+1 > pHj+1. But this deduction that β
∑K

k=1 πkp
S
j (xSj+1+g+αk) >

β
∑K

k=1 πkp
H
j (xHj+1 + g + αk) ≥ β

∑K
k=1 πkp

H
j (xSj+1 + g + αk) contradicts our assumption

that pHj (A) ≥ pSj (A) for all A and that both functions are weakly decreasing.

be uniformly weakly higher provided xij+1 > 0. If instead xij+1 = 0, there would be no change in the price

at j+1 (and hence it would be trivially weakly higher). To verify Blackwell’s discounting condition, note

that if a constant C ≥ 0 were added to pij(A), the expected price would rise by βC and therefore pij+1

would rise by βC if xj+1 > 0 and would not rise at all otherwise.
4This establishes that starting with pH1 (A) ≥ pS1 (A) ≥ pN1 (A) and applying TH repeatedly to the

first initial function, TS repeatedly to the second initial function and TN repeatedly to the third initial

function results in limit functions which inherit the same weak ranking. But because each operator is a

contraction mapping, we have established much more. We would have converged to the same trio of weakly

ranked limit functions if instead we had started with any trio of continuous, bounded, weakly decreasing

initial functions—say, for example, functions with the opposite ranking pH1 (A) < pS1 (A) < pN1 (A). Thus,

while the ranking of initial functions we chose is convenient, the weak ranking of the limit functions is

independent of the choice of initial functions.
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Consider next anA sufficiently high that pSj+1 ≤ f. Then our hypothesis that pSj+1 > pHj+1

implies pHj+1 < f. But this contradicts (1) since under a hard floor the price never falls

strictly below the floor.

Since the hypothesis that pSj+1 > pHj+1 holds for no A, we conclude that pHj+1(A) ≥
pSj+1(A) for all A.

To show that pSj+1(A) ≥ pNj+1(A) for all A, suppose to the contrary that, for some

A, pSj+1(A) < pNj+1(A).

Note that independent of whether pSj+1 > f or pSj+1 ≤ f , (1) implies RS ≥ RN = 0

and so (13) requires that xNj+1 > xSj+1 ≥ 0. But if xNj+1 > 0, then (14) requires that

pNj+1 = β
∑K

k=1 πkp
N
j (xNj+1 + g + αk) > pSj+1 ≥ β

∑K
k=1 πkp

S
j (xSj+1 + g + αk), where we

have used our hypothesis that pNj+1 > pSj+1. But this deduction that β
∑K

k=1 πkp
N
j (xNj+1 +

g + αk) > β
∑K

k=1 πkp
S
j (xSj+1 + g + αk) ≥ β

∑K
k=1 πkp

S
j (xNj+1 + g + αk) contradicts our

assumption that pSj (A) ≥ pNj (A) for all A and that both functions are weakly decreasing.

Since the hypothesis that pNj+1 > pSj+1 holds for no A, we conclude pS(A) ≥ pN(A) for

all A.

Hence, pHj+1(A) ≥ pSj+1(A) ≥ pNj+1(A) for all A. �

Step 3. If the following conditions hold: (i) xN(Ã) > 0; (ii) pN(Ã) > f ; and (iii)

pS
(
xS(Ã) + g + α1

)
< f, then pH(Ã) > pS(Ã) > pN(Ã) > f.

Proof. Suppose current availability is Ã. Given condition (iii) and (1), it is easy to see

that RS
(
pS(xS(Ã) + g + α1)

)
= g. Given condition (iii) and the weak ranking of the

price functions for any A,

(15) pH
(
xS(Ã) + g + α1

)
> pS

(
xS(Ã) + g + α1

)
≥ pN

(
xS(Ã) + g + α1

)
,

where the strict inequality follows since the price is never below f when the floor is hard.

To show that the last inequality must also be strict, we rule out the alternative:

pS
(
xS(Ã) + g + α1

)
= pN

(
xS(Ã) + g + α1

)
. Under the two policies, if the same supply

were available
(
xS(Ã) + g + α1

)
and consumers paid the same price, then demand would

be the same, but the government would purchase g units only in the case of the soft

floor: RS
(
pS(xS(Ã) + g + α1)

)
= g > RN = 0. Market clearing (13) then implies that
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xN
(
xS(Ã) + g + α1

)
> xS

(
xS(Ã) + g + α1

)
≥ 0. Therefore, complementary slackness

(14) implies that:

pN
(
xS(Ã) + g + α1

)
= β

K∑
k=1

πkp
N
(
xN
(
xS(Ã) + g + α1

)
+ g + αk

)
(16)

= pS
(
xS(Ã) + g + α1

)
≥ β

K∑
k=1

πkp
S
(
xS
(
xS(Ã) + g + α1

)
+ g + αk

)
.(17)

But since xN
(
xS(Ã) + g + α1

)
> xS

(
xS(Ã) + g + α1

)
≥ 0 and the literature has estab-

lished that pN(·) is strictly decreasing, this would imply that

K∑
k=1

πkp
N
(
xS
(
xS(Ã) + g + α1

)
+ g + αk

)
>

K∑
k=1

πkp
S
(
xS
(
xS(Ã) + g + α1

)
+ g + αk

)
,

which cannot occur since in every state k the price under the soft floor will be weakly

higher when the same stock is available. Therefore, the second inequality in (15) must

be strict. Since the price functions can be weakly ranked when evaluated at the same

availability and, as we have just established, can be strictly ranked in state 1 under the

conditions of Proposition 2, we conclude:

(18)
K∑
k=1

πkp
H
(
xS(Ã) + g + αk

)
>

K∑
k=1

πkp
S
(
xS(Ã) + g + αk

)
>

K∑
k=1

πkp
N
(
xS(Ã) + g + αk

)
.

Suppose current availability is Ã and condition ii holds. Since the price functions can

be weakly ranked, pH(Ã) ≥ pS(Ã) ≥ pN(Ã) > f. Hence, (1) implies that RH
(
pH(Ã)

)
=

RS
(
pS(Ã)

)
= RN = 0. Market clearing (13) implies that xH(Ã) ≥ xS(Ã) ≥ xN(Ã) > 0,

where the strict inequality is assumed in condition i.

These carryovers can, in fact, be strictly ranked. For, consider first the alterna-

tive xH(Ã) = xS(Ã) > 0. Then pH(Ã) = pS(Ã) = β
∑K

k=1 πkp
H
(
xH(Ã) + g + αk

)
=

β
∑K

k=1 πkp
S
(
xS(Ã) + g + αk

)
= β

∑K
k=1 πkp

H
(
xS(Ã) + g + αk

)
. The equality of the

prices comes from (13), the second and third equalities from (14) and the last from our

hypothesis that the carryover under the two policies is equal. But since the last equality

violates (18), the hypothesis must be false and instead xH(Ã) > xS(Ã).
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Consider next the alternative xN(Ã) = xS(Ã) > 0, where the second inequality is

assumed in condition i. Then pN(Ã) = pS(Ã) = β
∑K

k=1 πkp
N
(
xN(Ã) + g + αk

)
=

β
∑K

k=1 πkp
S
(
xS(Ã) + g + αk

)
= β

∑K
k=1 πkp

N
(
xS(Ã) + g + αk

)
. The equality of prices

comes from (13), the second and third equalities from (14), and the last from our hypoth-

esis that the carryover under the two policies is equal. But the last equality violates (18).

So the hypothesis must be false and xS(Ã) > xN(Ã).

Conditions (i)-(iii) of Proposition 2, therefore, have the following implications: xH(Ã) >

xS(Ã) > xN(Ã) > 0 and, from market clearing (13), pH(Ã) > pS(Ã) > pN(Ã) as was to

be proved. �


