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1. General Iterative Methods

1.1. Introduction. Many applications lead to N ×N linear algebraic systems of the form

(1.1) Ax = b ,

where A ∈ C
N×N is invertible, b ∈ C

N . When N is VERY LARGE — say 106 or 109 —
this system cannot generally be solved by direct methods such as Gaussian elimination which
require N3 floating point operations. Fortunately, in many such instances most of the entries of
the matrix A are zero. Indeed, for linear systems that arise from approximating a differential
equations the matrix A only has on the order of N nonzero entries — for example 3N , 5N , 9N ,
or 27N nonzero entries. Such matrices are said to be sparse. When the matrix A is sparse then
the linear system (1.1) is also said to be sparse. Sparse linear systems can be effectively solved
by iterative methods. These methods begin by making an initial guess x(0) for the solution x
and then constructing from A, b, and x(0) a sequence of approximate solutions called iterates,

x(0) , x(1) , x(2) , · · · , x(n) , · · · .
Ideally the computation of each iterate x(n) would require on the order of N floating point
operations. If the sequence converges rapidly, we may obtain a sufficiently accurate approximate
solution of linear system (1.1) in a modest number of iterations — say 5, 20, or 100. Such an
iterative approach effectively yields a solution with only about 100N or 3000N floating point
operations, which is dramatically more efficient than the N3 floating point operations that
direct methods require.

An iterative method is specified by:

(1) a rule for computing x(n+1) from A, b, and the previous iterates;
(2) stopping criteria for determining when either the approximate solution is good enough,

the method has failed, or the method is taking too long.

Given A, b, and an initial guess x(0), the rule for computing x(n+1) takes the form

(1.2) x(n+1) = Rn

(

A, b, x(n), x(n−1), · · · , x(n−mn+1)
)

, for every n ∈ N and some mn ≤ n + 1 .

Iterative methods are generally classified by properties of the mappings Rn as follows.

• Linearity. If each Rn is an affine mapping of x(n), x(n−1), · · · , x(n−mn+1) then the
method is said to be linear. Otherwise, it is said to be nonlinear.
• Order. The number mn is the order of the mapping Rn. It is generally the number of
previous iterates upon which Rn depends. If {mn : n ∈ N} is a bounded subset of N
then the method is said to have order m = max{mn : n ∈ N}. Otherwise it is said to
have unbounded order. It is said to have maximal order if mn = n + 1 for every n ∈ N.
• Dependence on n. If Rn has order m and is independent of n for every n ≥ m − 1
(so mn = m for every n ≥ m− 1) then the method is said to be stationary. Otherwise,
it is said to be nonstationary. A nonstationary method is said to be alternating if Rn

alternates between two mappings. More generally, it is said to be cyclic or periodic if it
periodically cycles through a finite set of mappings.
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1.2. Vector Norms and Scalar Products. A linear space (also called a vector space) can
be endowed with a vector norm — a nonnegative function that measures the size (also referred
to as length or magnitude) of its vectors. Linear iterative methods generally use a vector norm
to measure the size of the error of each iterate. The norm of any vector x is denoted ‖x‖. This
notation indicates that the norm is an extension of the idea of the absolute value of a number.
A vector norm satisfies the following properties for any vectors x, y, and scalar α:

‖x‖ ≥ 0 , — nonnegativity;(1.3a)

‖x‖ = 0 ⇐⇒ x = 0 , — definiteness;(1.3b)

‖x+ y‖ ≤ ‖x‖ + ‖y‖ , — triangle inequality;(1.3c)

‖αx‖ = |α| ‖x‖ , — homogeneity.(1.3d)

In words, the first property states that no vector has negative length, the second that only
the zero vector has zero length, the third that the length of a sum is no greater than the sum
of the lengths (the so-called triangle inequality), and the fourth that the length of a multiple
is the magnitude of the multiple times the length. Any real-valued function satisfying these
properties can be a vector norm.

Given any vector norm ‖ · ‖, the distance between any two vectors x and y is defined to be
‖y − x‖. In other words, the distance between two vectors is the length of their difference. A
sequence of vectors x(n) is said to converge to the vector x when the sequence of nonnegative
numbers ‖x(n) − x‖ converges to zero — in other words, when the distance between x(n) and x
vanishes as n tends to infinity.

When the linear space is either RN with real scalars or CN with complex scalers some common
choices for vector norms have the form

(1.4) ‖x‖∞ = max
1≤i≤N

{

|xi|
}

, ‖x‖2 =
( N
∑

i=1

|xi|2wi

)
1
2

, ‖x‖1 =
N
∑

i=1

|xi|wi ,

where w = (w1, w2, · · · , wN) is a given vector of positive weights. The first of these is the
maximum norm, which arises naturally when studying the error of numerical methods. The
second is the Euclidean norm, which generalizes the notion of length that you saw when you
first learned about vectors to arbitrary weights w and dimension N . The third is the sum norm,
which arises naturally in systems in which the sum of the variables xi is conserved with respect
to the weights wi. For example, when the xiwi represent the mass or energy of components of
a system in which the total mass or energy is conserved.

There are many other choices for vector norms over RN . For example, the norms given in
(1.4) are members of the family of so-called ℓp norms which are defined for every p ∈ [1,∞] by

(1.5) ‖x‖p =







(

∑N

j=1 |xj |pwj

)
1
p

for p ∈ [1,∞) ,

max{|xj| : j = 1, · · · , N} for p =∞ .

More generally, given two vectors v = (v1, v2, · · · , vN) and w = (w1, w2, · · · , wN) of positive
weights the associated family of weighted ℓp vector norms is defined for every p ∈ [1,∞] by

(1.6) ‖x‖p =















(

∑N

j=1

∣

∣

∣

∣

xj
vj

∣

∣

∣

∣

p

wj

)
1
p

for p ∈ [1,∞) ,

max

{ |xj|
vj

: j = 1, · · · , N
}

for p =∞ .
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Remark. The choice of the vector norm to be used in a given application is often guided by
the physical meaning of x in that application. For example, in problems where the x is a vector
of velocities (say in a fluid dynamics simulation) then ‖ · ‖2 may be the most natural norm
because half its square is the kinetic energy.

When 1 ≤ p ≤ q <∞ the ℓp norms (1.5) are related by the inequalities

Cmin‖x‖∞ ≤ C
1
p
− 1

q

min ‖x‖q ≤ ‖x‖p ≤ C
1
p
− 1

q
sum ‖x‖q ≤ Csum ‖x‖∞ ,

where the constants Cmin and Csum are given by

Cmin = min
1≤i≤N

{wi} , Csum =

N
∑

i=1

wi .

For example, when wi = 1 for every i we have Cmin = 1 and Csum = N . These inequalities
show that when a sequence x(n) converges to x in one of these norms, it converges to x in all
of these norms.

The ℓp norms (1.5) are naturally related to the Euclidean scalar product defined by

(1.7) (x|y) =
∑

i=1,N

x̄iyiwi .

Indeed, we have the indentity ‖x‖2 =
√

(x|x) and the inequality

|(x|y)| ≤ ‖x‖p‖y‖p∗ for every x, y ∈ R
N where

1

p
+

1

p∗
= 1 .

Here we understand that p∗ =∞ when p = 1. This is called the Hölder inequality. The special
case p = 2 is called the Cauchy inequality or Cauchy-Schwarz inequality.

1.3. Induced Matrix Norms. A matrix norm is a real-valued function that measures the
size of matrices. There are many ways to do this. One is the so-called induced matrix norm
associated with a given vector norm ‖ · ‖ on CN , which is defined for every A ∈ CN×N by

(1.8) ‖A‖ = max

{‖Ax‖
‖x‖ : x ∈ C

N , x 6= 0

}

.

This definition states that ‖A‖ is the largest factor by which the norm of a vector will be
changed after multiplication by the matrix A. It is clear that for any vector x we have

‖Ax‖ ≤ ‖A‖ ‖x‖ .
The fact that similar notation is used to denote both vector and matrix norms may be confusing
at first. The way to keep them straight is by looking at the object inside the ‖ · ‖: if that object
is a vector like x or Ax then you have a vector norm; if it is a matrix like A then you have a
matrix norm.

The matrix norms associated to the vector norms ‖ · ‖∞, ‖ · ‖2, and ‖ · ‖1 given by (1.4) are:

(1.9)

‖A‖∞ = max
1≤i≤N

{ N
∑

j=1

|aij|wj

}

,

‖A‖2 = max
{

λ
1
2 : λ is an eigenvalue of A∗A

}

,

‖A‖1 = max
1≤j≤N

{ n
∑

i=1

|aij|wi

}

.
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Here A∗ is the adjoint of A with respect to the scalar product ( · | · ) given by (1.7), which is

(1.10) A∗ = W−1AHW ,

where W is the diagonal matrix with the weights wi on the diagonal and AH is the Hermitian
transpose of A. In particular, A∗ = AH when W is proportional to I. Every eigenvalue of A∗A
is nonnegative, and λ

1
2 is its nonnegative square root. These are the singular values of A, so

alternatively we have

(1.11) ‖A‖2 = max
{

σ : σ is a singular value of A
}

.

The first and third of the matrix norms given in (1.9) are easy to compute, while the second
gets more and more complicated as N increases. The second can however be simply bounded
above by the first an third as

‖A‖2 ≤
√

‖A‖∞‖A‖1 .
In practice this upper bound is good enoungh to be useful. For example, consider A given by

A =

(

10 9
1 1

)

.

If w1 = w2 = 1 we can easily see that

‖A‖∞ = 19 , ‖A‖1 = 11 ,

whereby the simple upper bound is

‖A‖2 ≤
√
19 · 11 =

√
209 ≤ 14.5 .

The exact value of ‖A‖2 is the square root of the largest eigenvalue of

A∗A = AHA = ATA =

(

10 1
9 1

)(

10 9
1 1

)

=

(

101 91
91 82

)

.

This value is a bit less that 13.6, so the simple upper bound is not bad.
It is easy to check that for any matrices A, B, scalar α, and vector x the induced matrix

norm satisfies:

‖A‖ ≥ 0 , — nonnegativity;(1.12a)

‖A‖ = 0 ⇐⇒ A = 0 , — definiteness;(1.12b)

‖A+B‖ ≤ ‖A‖+ ‖B‖ , — triangle inequality;(1.12c)

‖αA‖ = |α| ‖A‖ , — homogeneity;(1.12d)

‖Ax‖ ≤ ‖A‖ ‖x‖ , — vector multiplicity;(1.12e)

‖AB‖ ≤ ‖A‖ ‖B‖ , — matrix multiplicity;(1.12f)

‖I‖ = 1 , — matrix identity.(1.12g)

The first four properties above simply confirm that the induced matrix norm is indeed a norm.
The distance between two matrices A and B is then given by ‖B −A‖.
Exercise. Let ‖ · ‖ be a vector norm over CN . Show that the induced matrix norm defined
by (1.8) satisfies the properties in (1.12).

Exercise. Let ‖ · ‖ be a vector norm over CN . Show that the induced matrix norm defined
by (1.8) satisfies ‖An‖ ≤ ‖A‖n for every A ∈ CN×N and n ∈ N.
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Exercise. Let ‖ · ‖ be a vector norm over CN . Show that the induced matrix norm defined
by (1.8) satisfies ‖A‖ = max{‖Ax‖ : x ∈ CN , ‖x‖ = 1} for every A ∈ CN×N .

Exercise. Let A ∈ CN×N and ‖ · ‖ be a vector norm over CN . Let α > 0. Show that

α‖x‖ ≤ ‖Ax‖ for every x ∈ C
N ⇐⇒ A is invertible with ‖A−1‖ ≤ 1

α
.

Here ‖A−1‖ denotes the induced matrix norm of A−1 as defined by (1.8).

Exercise. Let ‖ · ‖2 be the induced matrix norm over C
N×N given by (1.9). Let A ∈ C

N×N

such that A∗ = A where A∗ is defined by (1.10). Show that

‖A‖2 = max
{

|λ| ; λ is an eigenvalue of A
}

.

You can use the fact from linear algebra that all eigenvalues of A2 have the form λ2 where λ is
an eigenvalue of A.

1.4. Stopping Criteria. Effective iterative algorithms are built upon a solid theoretical un-
derstanding of the error of the nth iterate. If x(n) is the nth iterate and x is the solution of Ax = b
then the associated error is e(n) = x(n) − x. Any iterative algorithm makes an approximation
ẽ(n) to e(n), from which it computes x(n+1) by setting

(1.13) x(n+1) = x(n) − ẽ(n) .
A typical stopping criterion requires that the size of the approximate relative error falls below
a given tolerance for a given number of iterations. For example, it might take the form

(1.14)
∥

∥ẽ(n−j)
∥

∥ < τ
∥

∥x(n−j+1)
∥

∥ , for every j = 0, · · · , k ,
where ‖ · ‖ is some vector norm, τ is a prescribed tolerance, and k is usually 0 or 1. Depending
upon the application, there might be more than one such criterion corresponding to different
norms and tolerances. When all such criteria are met then the algorithm is declared successful,
and the last x(n+1) that was computed is returned to the calling routine as the answer.

Of course, we also need at least one stopping criterion that is triggered if the iteration is
either not converging, or is converging too slowly to be useful. The most common stopping
criterion of this nature is triggered if the number of iterations n reaches some predetermined
maximum nmax. Yet another might be triggered if the approximate error grows at a certain
rate for some number of iterations. For example, it might take the form

(1.15)
∥

∥ẽ(n−j)
∥

∥ ≥ γ
∥

∥ẽ(n−j−1)
∥

∥ , for every j = 0, · · · , l ,
where ‖ · ‖ is some vector norm, γ > 1 is some growth factor that is often between 2 and 5,
and l is usually between 0 and 5. When such a criterion is met the algorithm is declared to
have failed, and the reason for failure is returned to the calling routine. Ideally, all stopping
criteria should rest upon an understanding of how the iterative algorithm (1.13) behaves.

Remark. Notice that stopping criteria like those suggested above require ‖ẽ(n)‖ and ‖x(n)‖ to
be saved for a few iterations. In fact, it is a good idea to save these numbers for each iteration.
When the algorithm fails this record can be helpful in determining how it failed. Of course,
you should not save the vectors x(n) for each iteration because of possible storage limitations
when N is large.
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2. Stationary, First-Order, Linear Methods

2.1. Introduction. The simplest class of iterative methods both to use and to study are
stationary, first-order, linear methods. They were in wide use at the dawn of the computer age
in the middle of the twentieth century, but have since been replaced by the nonlinear methods
we will study later. However, it is still useful to study them because aspects of these older
methods continue to play a central role in modern methods as preconditioners.

Recall that any iterative method built upon making a good approximation ẽ(n) to the exact
error of the nth iterate, e(n) = x(n) − x. Given the approximation ẽ(n) we will compute x(n+1)

by setting

(2.1) x(n+1) = x(n) − ẽ(n) .

Of course, we do not know the exact error e(n), because to do so would mean that we already
know x, which is what we are trying to approximate. However, we do know

Ae(n) = A
(

x(n) − x
)

= Ax(n) − b .

The negative of the quatity on the right-hand side above is called the residual of x(n) and is
denoted r(n). The above equation can then be expressed as

(2.2) r(n) = −Ae(n) .

A good way to think of the approximate error ẽ(n) that appears in (2.1) is as an approximate
solution of (2.2).

The idea is now to choose an approximation Q to A−1 such that it is inexpensive to compute
Qy for any vector y. Given that the exact error e(n) is related to the residual r(n) = b− Ax(n)
by (2.2), and that Q is an approximation to A−1, we can set

(2.3) ẽ(n) = −Qr(n) .

The iterative method (2.1) thereby becomes

(2.4) x(n+1) = x(n) +Qr(n) = (I −QA)x(n) +Qb .

This is a stationary, first-order, linear method. It is best implemented for a given A, Q, and
b ∈ C

N by the following algorithm.

(2.5)

1. choose an initial iterate x(0) ∈ C
N ;

2. compute the initial residual r(0) = b−Ax(0) and set n = 0 ;

3. p(n) = Qr(n) , x(n+1) = x(n) + p(n) , r(n+1) = r(n) −Ap(n) ;
4. if the stopping criteria are not met then set n = n + 1 and go to step 3 .

In practice, you keep only the most recent values of x(n), r(n), and p(n), overwriting the old
values as you go. Notice that the residual is not updated by computing r(n+1) = b − Ax(n+1).
While this is equivalent to the update given in (2.5) in exact arithmetic, it is not in truncated
arithmetic because the update in (2.5) computes r(n+1) as the difference of two small vectors,
which produces far less round-off error.

Exercise. Show that algorithm (2.5) implements the iterative method given by (2.4).
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2.2. Multiplier Matrices and Convergence. The linear iterative method (2.4) has the form

(2.6) x(n+1) =Mx(n) +Qb ,

where M = I − QA is its so-called multiplier matrix or iteration matrix. The error of the nth

iterate is e(n) = x(n) − x, where x is the unique solution of Ax = b. The method is said to
converge or to be convergent if e(n) converges to zero for every choice of the initial guess x(0).

In order to study the convergence of method (2.6) we must see how the error e(n) behaves.
Because Ax = b, we see that Mx = (I − QA)x = x − Qb. Moreover, because Q and A are
invertible, so is I −M = QA. It follows that x is the unique solution of

(2.7) x =Mx+Qb .

If (2.7) is subtracted from (2.6) then we see that the error e(n) satisfies the linear recursion

(2.8) e(n+1) =Me(n) .

The solution of the linear recursion (2.8) shows that

(2.9) e(n) =Mne(0) .

Therefore the method will converge whenever Mne(0) converges to zero for every vector e(0).
If we can find a vector norm ‖ · ‖ such that ‖M‖ < 1 for the induced matrix norm then the

method clearly converges because for every e(0) we have

(2.10)
∥

∥e(n)
∥

∥ =
∥

∥Mne(0)
∥

∥ ≤ ‖M‖n
∥

∥e(0)
∥

∥→ 0 as n→∞ .

Moreover,
∥

∥e(n)
∥

∥ will decrease with each iteration for so long as e(n) 6= 0 because by (2.8)

(2.11)
∥

∥e(n+1)
∥

∥ =
∥

∥Me(n)
∥

∥ ≤ ‖M‖
∥

∥e(n)
∥

∥ <
∥

∥e(n)
∥

∥ .

We will be able to prove convergence for many methods by finding such a vector norm. As a
bonus, we will also get the estimate on the convergence rate (2.10). However, the value of ‖M‖
will depend strongly on the underlying vector norm, while whether or not a method converges
does not. Therefore we would like a better approach to characterizing convergence.

Whether or not the linear iterative method (2.6) converges is completely characterized by
the set of all eigenvalues of M , which is called the spectrum of M and is denoted Sp(M). More
precisely, it is characterized in terms of ρSp(M), the spectral radius of M , which is defined by

(2.12) ρSp(M) = max{|µ| : µ ∈ Sp(M)} .
We will derive this characterization from the Gelfand spectral radius formula, which is

(2.13) ρSp(M) = inf
{

‖Mn‖ 1
n : n ∈ Z+

}

= lim
n→∞

‖Mn‖ 1
n ,

where ‖ · ‖ is any matrix norm. There is a lot being asserted in this formula. It asserts that
the limit exists for every matrix M , and that the limit and the infimum are both independent
of the matrix norm chosen because they are equal to the spectral radius.

Remark. It is fairly easy to derive the bounds ρSp(M) ≤ ‖Mn‖ 1
n ≤ ‖M‖ for every n ∈ Z+,

from which it is obvious that

ρSp(M) ≤ inf
{

‖Mn‖ 1
n : n ∈ Z+

}

≤ lim sup
n→∞

‖Mn‖ 1
n .

Therefore the key to establishing the Gelfand spectral radius formula (2.13) is proving that

lim sup
n→∞

‖Mn‖ 1
n ≤ ρSp(M) .
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We will use the Gelfand spectral radius formula to prove the following lemma.

Lemma 2.1. Let M ∈ CN×N and ‖ · ‖ be any matrix norm. Then for every γ > ρSp(M) there
exists a constant Cγ ∈ [1,∞) such that

(2.14)
∥

∥Mn
∥

∥ ≤ Cγ γ
n for every n ∈ N .

Proof. Let γ > ρSp(M). By the spectral radius formula (2.13) there exists nγ ∈ N such that

‖Mn‖ 1
n < γ for every n > nγ . Set

Cγ = max

{‖Mn‖
γn

: n = 0, 1, · · · , nγ

}

.

Then because Cγ ≥ ‖M0‖ = ‖I‖ ≥ 1, it follows that the bound (2.14) holds. �

Remark. The bound (2.14) is the best we can generally hope to obtain. It can be extended
to γ = ρSp(M) when M is diagonalizable, or more generally, when every µ ∈ Sp(M) with
|µ| = ρSp(M) has geometric multiplicity equal to its algebraic multiplicity. Whenever M is
normal with respect to a scalar product we can take γ = ρSp(M) and Cγ = 1 in bound (2.14)
for the induced matrix norm because for that norm ‖M‖ = ρSp(M).

We now use Lemma 2.1 to give a characterization of when the linear iterative method (2.6)
converges in terms of ρSp(M). As a bonus, we will obtain estimates on the rate of convergence.

Theorem 2.1. The linear iterative method (2.6) converges if and only if ρSp(M) < 1. More-
over, in that case if ρSp(M) < γ < 1 then for any given vector norm ‖ · ‖ there exists a constant
Cγ such that we have the convergence bound

(2.15)
∥

∥e(n)
∥

∥ ≤ Cγ γ
n
∥

∥e(0)
∥

∥ .

Proof. First suppose that ρSp(M) ≥ 1. Then there exists a µ ∈ Sp(M) such that |µ| ≥ 1.
Now pick an initial guess x(0) such that e(0) is an eigenvector associated with the eigenvalue µ.
Then because e(n) =Mne(0) = µne(0), we see that

∥

∥e(n)
∥

∥ = |µ|n
∥

∥e(0)
∥

∥ ≥
∥

∥e(0)
∥

∥ > 0 .

Hence, e(n) does not converge to zero for the initial guess x(0). Therefore the iterative method
(2.6) is not convergent.

Now suppose that ρSp(M) < 1. Let ρSp(M) < γ < 1. By Lemma 2.1 there exists a constant
Cγ such that ‖Mn‖ ≤ Cγ γ

n, where ‖ · ‖ is the matrix norm associated with the given vector
norm. Hence, for every initial guess x(0) we obtain the bound

∥

∥e(n)
∥

∥ =
∥

∥Mne(0)
∥

∥ ≤ ‖Mn‖
∥

∥e(0)
∥

∥ ≤ Cγ γ
n
∥

∥e(0)
∥

∥ .

Because γ < 1 this bound shows that e(n) converges to zero for the arbitrary initial guess x(0).
Therefore the iterative method (2.6) is convergent, and the above bound establishes (2.15). �

Remark. Theorem 2.1 makes precise exactly how well Q must approximate A−1 for the linear
iterative method (2.6) to converge — namely, ρSp(I − QA) < 1. It also makes clear that the
smaller we make ρSp(I −QA), the faster the rate of convergence.
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2.3. Classical Splitting Methods. Historically one way people thought about choosing Q
was to pick a so-called splitting of A. We write A = B − C where the matrix B is invertible
and B−1y is relatively inexpensive to compute for any vector y. Then B is called the splitting
matrix and C = B − A is called the complementary matrix. If we set Q = B−1 in (2.4) then
the associated multiplier matrix is given by M = I −QA = I − B−1(B − C) = B−1C.

To illustrate this idea we give the splitting, complementary, and multiplier matrices for three
classical stationary, first-order, linear methods. Write A = D − L− U where D is diagonal, L
is strictly lower triangular, and U is strictly upper triangular. These methods assume that D
is invertible, which will be the case if and only if every diagonal entry of D is nonzero.

• Jacobi Method:

(2.16a) BJ = D , CJ = L+ U , MJ = D−1(L+ U) .

• Gauss-Seidel Method:

(2.16b) BGS = D − L , CGS = U , MGS = (D − L)−1U .

• Successive Over Relaxation (SOR) Method:

(2.16c)
B(ω) =

1

ω
(D − ωL) , C(ω) =

1

ω

(

(1− ω)D + ωU
)

,

M(ω) = (D − ωL)−1
(

(1− ω)D + ωU
)

, for some ω 6= 0 .

For the Jacobi method B is the invertible diagonal metrix D. For the Gauss-Seidel and SOR
methods B is a lower triangular matrix which is invertible because each of its diagonal entries
is nonzero. Notice that the SOR method reduces to the Gauss-Seidel method when ω = 1.
Here ω is the so-called successive over relaxation parameter, which is chosen to enhance the
convergence of the method. It usually takes values between in the interval (1, 2).

Our first application of Theorem 2.1 is a theorem of Kahan (1958) that gives a necessary
condition for the SOR method to converge.

Theorem 2.2. Let A ∈ CN×N . The SOR multiplier matrix M(ω) given by (2.16c) satisfies

(2.17) |1− ω| ≤ ρSp
(

M(ω)
)

for every ω ∈ C such that ω 6= 0 ,

with equality if and only if the modulus of each eigenvalue equals ρSp
(

M(ω)
)

. If the SOR method
converges then |1− ω| < 1. Equivalently, if |1− ω| ≥ 1 then the SOR method diverges.

Proof. Because (1− ω)D + ωU is upper triangular and D − ωL is lower triangular we have

det
(

(1− ω)D + ωU
)

= (1− ω)N det(D) , det
(

D − ωL
)

= det(D) .

Then we see from the formula for M(ω) in (2.16c) that

det
(

M(ω)
)

=
det
(

(1− ω)D + ωU
)

det(D − ωL) = (1− ω)N .

Because the determinant of a matrix is the product of its eigenvalues, while the modulus of
each eigenvalue is bound by the spectral radius, we see from the above formula that

|(1− ω)|N =
∣

∣ det
(

M(ω)
)∣

∣ ≤ ρSp
(

M(ω)
)N

.

The bound given in (2.17) follows directly from this inequality. Moreover, equality clearly holds
above if and only if every eigenvalue of M(ω) has modulus equal to ρSp

(

M(ω)
)

.
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Finally, if the SOR method converges then Theorem 2.1 implies that ρSp
(

M(ω)
)

< 1, whereby
bound (2.17) implies that |1− ω| < 1. �

Remark. The above result does not assert that the SOR method converges if |1 − ω| < 1.
Indeed, this is not generally true. However, the results of subsequent sections will identify
instances when such assertions can be made by making further hypotheses on A.

2.4. Richardson Acceleration. If Q is some approximation of A−1 then we can consider the
family Q(α) = αQ for α ∈ R and ask for what value of α does the iterative method associated
with Q(α) converge fastest. For this reason, α is called an acceleration parameter.

We begin by characterizing when there are any complex values of α for which the stationary
iterative method associated with Q(α) converges.

Lemma 2.2. Let A and Q be invertible matrices and set M(α) = I − αQA for every α ∈ C.
Then ρSp(M(α)) < 1 for some α ∈ C if and only if there exists a β ∈ C with |β| = 1 such that

(2.18) Sp(QA) ⊂
{

ζ ∈ C : βζ + β̄ζ̄ > 0
}

.

Remark. Condition (2.18) simply states that Sp(QA) is contained in a half-plane.

Proof. We will use the fact from linear algebra that

(2.19) Sp
(

M(α)
)

=
{

1− αλ : λ ∈ Sp(QA)
}

.

First suppose that ρSp(M(α)) < 1 for some α ∈ C. This combined with fact (2.19) implies
for every λ ∈ Sp(QA) that |1− αλ| < 1, or equivalently that

(2.20) αλ+ ᾱλ̄ > |α|2|λ|2 .
Therefore α 6= 0 and condition (2.18) holds with β = α/|α|.

Now suppose that condition (2.18) holds for some β ∈ C with |β| = 1. Because 0 /∈ Sp(QA),
we can set α = |α|β where |α| satisfies

0 < |α| < min

{

βλ+ β̄λ̄

|λ|2 : λ ∈ Sp(QA)

}

.

It is easily checked for every λ ∈ Sp(QA) that (2.20) holds, or equivalently that |1− αλ| < 1.
Therefore ρSp(M(α)) < 1 by fact (2.19). �

Exercise. Prove the linear algebra fact (2.19).

Remark. The linear algebra fact (2.19) is an example of a so-called Spectral Mapping Theorem.
More generally, if p(ζ) is any polynomial and K is any square matrix then

(2.21) Sp
(

p(K)
)

=
{

p(λ) : λ ∈ Sp(K)
}

.

This theorem will be used often in this course, so you should become familiar with it if you are
not so already. There are extensions of this theorem to classes of functions beyond polynomials.
All of these extensions are also called spectral mapping theorems.

Remark. If QA is a real matrix then its spectrum will be symmetric about the real axis. More
generally, Sp(QA) will be symmetric about the real axis whenever the characteristic polynomial
of QA has real coefficients. This is because the roots of such polynomials are either real or
come in conjugage pairs. In such cases Lemma 2.2 implies that Sp(QA) must lie in either the
right half-plane or the left-half plane if ρSp(M(α)) < 1 for some α ∈ C. We expect that Sp(QA)
will lie in the right half-plane whenever Q is a good approximation to A−1.
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Lemma 2.2 shows that we can split the task of building a stationary, first-order iterative
method into two steps. First we find a Q such that Sp(QA) lies in a half-plane. Without
loss of generality we can assume it lies in the right half-plane. When this is the case we can
characterize the values of α ∈ R for which the iterative method associated with Q(α) converges.

Lemma 2.3. Let A and Q be invertible matrices and set M(α) = I − αQA for every α ∈ R.
If Sp(QA) ⊂ {ζ ∈ C : ζ + ζ̄ > 0} then for every α ∈ R we have

ρSp
(

M(α)
)

< 1 ⇐⇒ 0 < α < min

{

λ+ λ̄

|λ|2 : λ ∈ Sp(QA)

}

.

Proof. Exercise.

The second step is to optimize ρSp
(

M(α)
)

by an appropriate choice of α ∈ R. In theory this
can always be done. Indeed, by combining definition (2.12) with fact (2.19) we have

(2.22) ρSp
(

M(α)
)

= max
{

|1− αλ| : λ ∈ Sp(QA)
}

.

Because |1−αλ| is a continuous, convex function of α ∈ R for every λ ∈ C, we see from (2.22)
that ρSp

(

M(α)
)

is also a continuous, convex function of α ∈ R. Then Lemma 2.3 implies that

ρSp
(

M(α)
)

has a minimizer αopt such that

0 < αopt < min

{

λ+ λ̄

|λ|2 : λ ∈ Sp(QA)

}

.

In practice, finding a minimizer αopt requires us to know something about Sp(QA). As we will
see later, there are many situations where it can be shown that Sp(QA) ⊂ R+, in which case
the following lemma applies.

Lemma 2.4. Let A and Q be invertible matrices and set M(α) = I −αQA for every α ∈ R+.
If Sp(QA) ⊂ R+ with λmin = min{λ : λ ∈ Sp(QA)} and λmax = max{λ : λ ∈ Sp(QA)} then
for every α ∈ R+ we have

ρSp
(

M(α)
)

= max
{

1− α λmin , α λmax − 1
}

≥ ρSp
(

M(αopt)
)

=
λmax − λmin

λmax + λmin

, where αopt =
2

λmax + λmin

.

Proof. Exercise.

Remark. Sometimes it is very hard to find λmax + λmin, making αopt unattainable in practice.
Later we will see instances where λmax+λmin can be determined easily by a symmetry argument,
but where the values of λmax and λmin might be very hard to find.

Remark. The optimal value of ρSp
(

M(α)
)

can be expressed as

ρSp
(

M(αopt)
)

=
λmax/λmin − 1

λmax/λmin + 1
= 1− 2

λmax/λmin + 1
.

This is a strictly increasing function of the ratio λmax/λmin. Therefore by picking a Q that makes
this ratio smaller we will have a iterative method with a smaller ρSp

(

M(αopt)
)

and thereby with
a faster optimal convergence rate. Often the ratio λmax/λmin is the condition number of the
matrix QA, which is the topic we will cover later.
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2.5. Condition Numbers. Given any vector norm ‖ · ‖ on CN , the associated condition
number of an invertible matrix A ∈ CN×N is defined in terms of the induced matrix norm by

(2.23) cond(A) = ‖A‖
∥

∥A−1
∥

∥ .

Notice that cond(A) ≥ 1 because

1 = ‖I‖ =
∥

∥AA−1
∥

∥ ≤ ‖A‖
∥

∥A−1
∥

∥ = cond(A) .

We define cond(A) = ∞ when A ∈ CN×N is not invertible. Condition numbers play a central
role in the analysis of iterative methods. Here we show how they arise from analyzing the error
of an iterative method.

Recall that the exact error associated with the nth iterate x(n) is e(n) = x(n) − x, where x is
the solution of Ax = b. Here we assume that A is invertible and that b 6= 0, so that x 6= 0.
In order to insure that e(n) is small compared to x as measured by the vector norm ‖ · ‖, we
would like to bound the relative error given by

(2.24)

∥

∥e(n)
∥

∥

‖x‖ .

Of course, we do not know how to compute this quantity because we do not know either x or
e(n) = x(n) − x. However, we do know

Ae(n) = A
(

x(n) − x
)

= Ax(n) − b .
The negative of the quatity on the right-hand side above is called the residual of x(n) and is
denoted r(n). The above equation can then be expressed as

(2.25) r(n) = −Ae(n) .
We can then derive a bound for the relative error (2.24) from the relations

b = Ax , e(n) = −A−1r(n) ,

which yield the bounds

‖b‖ ≤ ‖A‖ ‖x‖ ,
∥

∥e(n)
∥

∥ ≤
∥

∥A−1
∥

∥

∥

∥r(n)
∥

∥ .

By combining these bounds we obtain

(2.26)

∥

∥e(n)
∥

∥

‖x‖ ≤ ‖A‖
∥

∥A−1
∥

∥

∥

∥r(n)
∥

∥

‖b‖ = cond(A)

∥

∥r(n)
∥

∥

‖b‖ .

Therefore the relative error is bounded by cond(A) times the ratio of ‖r(n)‖ to ‖b‖.
Alternatively, if Q is invertible then can derive a bound for the relative error (2.24) from the

relations
Qb = QAx , e(n) = −(QA)−1Qr(n) ,

which yield the bounds

‖Qb‖ ≤ ‖QA‖ ‖x‖ ,
∥

∥e(n)
∥

∥ ≤
∥

∥(QA)−1
∥

∥

∥

∥Qr(n)
∥

∥ .

By combining these bounds we obtain
∥

∥e(n)
∥

∥

‖x‖ ≤ ‖QA‖
∥

∥(QA)−1
∥

∥

∥

∥Qr(n)
∥

∥

‖Qb‖ = cond(QA)

∥

∥Qr(n)
∥

∥

‖Qb‖ .

Therefore the relative error is bounded by cond(QA) times the ratio of ‖Qr(n)‖ to ‖Qb‖.
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3. Diagonal Dominance

In this section we give critria which are fairly easy to verify that can be used to show that
the Jacobi and SOR methods converge or that a given Hermitian matrix is Hermitian positive.
These criteria are built upon various notions of diagonal dominance.

3.1. Diagonally Dominant Matrices. We begin by introducing the most basic notions of
diagonal dominance.

Definition 3.1. Let A ∈ CN×N with entries aij for i, j = 1, · · · , N . Then A is said to be row
diagonally dominant if

(3.1a) |aii| ≥
N
∑

j=1
j 6=i

|aij| for every i = 1, · · · , N .

It is said to be column diagonally dominant if

(3.1b) |ajj| ≥
N
∑

i=1
i 6=j

|aij| for every j = 1, · · · , N .

It is said to be diagonally dominant if it is either row or column diagonally dominant.
It is said to be row strictly diagonally dominant if

(3.1c) |aii| >
N
∑

j=1
j 6=i

|aij| for every i = 1, · · · , N .

It is said to be column strictly diagonally dominant if

(3.1d) |ajj| >
N
∑

i=1
i 6=j

|aij| for every j = 1, · · · , N .

It is said to be strictly diagonally dominant if it is either row or column strictly diagonally
dominant.

The following lemmas are almost direct consequences of these definitions.

Lemma 3.1. Let A = D−C where D is diagonal and C is off-diagonal. If D is invertible then

• A is row diagonally dominant if and only if ‖D−1C‖∞ ≤ 1;
• A is column diagonally dominant if and only if ‖CD−1‖1 ≤ 1.

Proof. Exercise.

Lemma 3.2. Let A = D − C where D is diagonal and C is off-diagonal. Then

• A is row strictly diagonally dominant if and only if D is invertible and ‖D−1C‖∞ < 1;
• A is column strictly diagonally dominant if and only if D is invertible and ‖CD−1‖1 < 1.

If A is strictly diagonally dominant then A is invertible.

Proof. Exercise. (Hint: A = D(I −D−1C) = (I − CD−1)D.)
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3.2. Irreducible Matrices. In order to develop a more useful notion of diagonal dominance,
we must introduce the notion of irreducibility.

Definition 3.2. A matrix A ∈ CN×N is said to be reducible if there exists a permutation matrix
P such that PAP T has the block upper trianglar form

(3.2) PAP T =

(

B11 B12

0 B22

)

,

where B11 ∈ CN1×N1, B12 ∈ CN1×N2, and B22 ∈ CN2×N2 for some N1, N2 ∈ Z+ such that
N1 +N2 = N . If no such permutation matrix exists then A is said to be irreducible.

If is clear that if an invertible matrix A is reducible then the problem of solving the system
Ax = b can be reduced to that of solving two smaller systems. Indeed, because P−1 = P T for
any permutation matrix P , the problem of solving the system Ax = b is equivalent to solving
the system PAP Ty = Pb and then setting x = P Ty. If P puts A into the form (3.2) then
solving PAP Ty = Pb reduces to solving the two smaller systems

B22y2 = c2 ,

B11y1 = c1 − B12y2 ,
where c1 ∈ C

N1 and c2 ∈ C
N2 such that Pb =

(

c1
c2

)

.

Whenever such a reduction is available, one should always take advantage of it. Therefore we
shall freely assume that A is irreducible when it suits us.

Exercise. Show that A is reducible if and only if there exists a permutation matrix P such
that PAP T has the block lower trianglar form

PAP T =

(

C11 0
C21 C22

)

,

where C11 ∈ C
N1×N1 , C21 ∈ C

N2×N1, and C22 ∈ C
N2×N2 for some N1, N2 ∈ Z+ such that

N1 +N2 = N .

Exercise. Show that A is irreducible if and only if AT is irreduciable.

There is a simple graphical test for the irreducibility of an N ×N matrix A. For any square
matrix A with entries aij we construct a directed graph Γ(A) consisting of N vertices labeled
v1, v2, · · · , vN , with vi connected to vj by an oriented arc when aij 6= 0 and i 6= j. Two directed
graphs Γ1 and Γ2 are said to be equal if there exists a bijection f between their vertices such
that for every pair (vi, vj) of vertices of Γ1 we have

there is an oriented arc from vi to vj ⇐⇒ there is an oriented arc from f(vi) to f(vj) .

In that case we write Γ1 = Γ2. For every A ∈ CN×N and every N × N permutation matrix P
we can show that Γ(A) = Γ(PAP T ).

Exercise. Show for every A ∈ CN×N and N×N permutation matrix P that Γ(A) = Γ(PAP T ).

We say there is an oriented path connecting vi to vj if there exists vertices {vik}mk=0 such that

vi0 = vi , vim = vj , and there is an oriented arc from vik−1
to vik for k = 1, · · · , m.

We can characterize the irreducibility of a matrix as follows.

Theorem 3.1. A matrix A is irreducible if and only if for every pair (vi, vj) of vertices of Γ(A)
there is an oriented path connecting vi to vj.
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Proof. Exercise.

Example. Consider

A =





5 4 0
4 5 0
0 1 3



 , Γ(A) = v1 ↔ v2 ← v3 .

The matrix A is reducible because there is no oriented path from either v1 or v2 to v3.

Example. Consider the matrix that arises by approximating the Dirichlet problem

−∆u = f over Ω = [−1, 1]2 , u
∣

∣

∂Ω
= 0 ,

with a uniform 5 × 5 grid of interior points. We are led to a system Ax = b where A is the
25× 25 matrix in the 5× 5 block tridiagonal form

A =
1

δ2













B −I 0 0 0
−I B −I 0 0
0 −I B −I 0
0 0 −I B −I
0 0 0 −I B













,

where δ = 1
3
is the grid spacing and B and I are the 5× 5 matrices

B =













4 −1 0 0 0
−1 4 −1 0 0
0 −1 4 −1 0
0 0 −1 4 −1
0 0 0 −1 4













, I =













1 0 0 0 0
0 1 0 0 0
0 0 1 0 0
0 0 0 1 0
0 0 0 0 1













.

If we index the 25 vertices by their location in the 5× 5 spatial grid then we can see that

Γ(A) =

v11 ↔ v12 ↔ v13 ↔ v14 ↔ v15
l l l l l
v21 ↔ v22 ↔ v23 ↔ v24 ↔ v25
l l l l l
v31 ↔ v32 ↔ v33 ↔ v34 ↔ v35
l l l l l
v41 ↔ v42 ↔ v43 ↔ v44 ↔ v45
l l l l l
v51 ↔ v52 ↔ v53 ↔ v54 ↔ v55

.

The matrix A is thereby clearly irreducible. The graph Γ(A) is simply a sketch of the points on
the 5× 5 grid of interior points with arrows pointing from each grid point to the ones coupled
to it by the discrete equation centered on it.

Exercise. Show that the Γ(A) given in the above example is correct.

Remark. The above example illustrates what happens for most linear systems that arise from
a numerical approximation to a differential equation — namely, the graph Γ(A) of the coefficient
matrix A can be visualized as the spatial grid that underlies the numerical approximation. This
usually makes it very easy to determine when any such an A is irreducible.
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3.3. Irreducibly Diagonal Dominant Matrices. The notion of irreducibly will be applied
through the following lemma, which also motivates a more refined notion of diagonal dominance.

Lemma 3.3. Let A ∈ CN×N be row diagonally dominant and irreducible. If Av = 0 for some
v ∈ CN then all the entries of v have the same modulus.

Proof. Let Γ(A) be the directed graph associated with A. Let aij = entij(A) and vj = entj(v)
for every i, j = 1, 2, · · · , N . Let η = max{|vj| : j = 1, 2, · · · , N}. There is at least one
i ∈ {1, 2, · · · , N} such that |vi| = η. Let i be any i ∈ {1, 2, · · · , N} such that |vi| = η. Then
Av = 0 implies that

|aii| η = |aiivi| =

∣

∣

∣

∣

∣

∣

∣

−
N
∑

j=1
j 6=i

aijvj

∣

∣

∣

∣

∣

∣

∣

≤
N
∑

j=1
j 6=i

|aij | |vj| ,

while the fact A is row diagonally dominant implies that

|aii| η ≥
N
∑

j=1
j 6=i

|aij | η .

By subtracting the second inequality above from the first we obtain

0 ≤
N
∑

j=1
j 6=i

|aij |
(

|vj| − η
)

.

But because |vj | ≤ η, this implies that |vj | = η for every j such that aij 6= 0. Therefore
|vj| = η for every j ∈ {1, 2, · · · , N} such that vertex j in Γ(A) is connected to the vertex i by
an oriented arc. But because A is irreducible, every vertex in Γ(A) is connected to every other
by an oriented path. Therefore |vj| = η for every j ∈ {1, 2, · · · , N}. �

Being diagonally dominant and irreducible is not enough to insure that a matrix is invertible.
This is illustrated by the 2× 2 matrices

(

1 −1
−1 1

)

,

(

1 1
1 1

)

.

However Lemma 3.3 shows it comes close. We can get there by introducing a slightly stronger
notion of diagonal dominance.

Definition 3.3. Let A ∈ CN×N with entries aij for i, j = 1, · · · , N . Then A is said to be row
irreducibly diagonally dominant if it is row diagonally dominant, irreducible, and

(3.3a) |aii| >
N
∑

j=1
j 6=i

|aij | for some i = 1, · · · , N .

It is said to be column irreducibly diagonally dominant if it is column diagonally dominant,
irreducible, and

(3.3b) |ajj| >
N
∑

i=1
i6=j

|aij | for some j = 1, · · · , N .

It is said to be irreducibly diagonally dominant if it is either row or column irreducibly diagonally
dominant.
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The following is our main lemma regarding irreducibly diagonally dominant matrices.

Lemma 3.4. If A ∈ CN×N is irreducibly diagonally dominant then it is invertible.

Proof. Because A is column irreducibly diagonally dominant if and only if AT is row irreducibly
diagonally dominant, we only have to treat the latter case.

Let A be row irreducibly diagonally dominant. Let Av = 0. We must show that v = 0.
Suppose not. Set vj = entj(v) for every j = 1, · · · , N . Because v 6= 0, Lemma 3.3 implies there
exists η > 0 such that |vj | = η for every j = 1, · · · , N . Let i ∈ {1, · · · , N} such that (3.3a)
holds. Because η > 0 and Av = 0, we see that

N
∑

j=1
j 6=i

|aij | η < |aii| η = |aiivi| =

∣

∣

∣

∣

∣

∣

∣

−
N
∑

j=1
j 6=i

aijvj

∣

∣

∣

∣

∣

∣

∣

≤
N
∑

j=1
j 6=i

|aij | η ,

which is a contradiction. We conclude that v = 0. Therefore the matrix A is invertible. �

3.4. Convergence Theorems for Jacobi and SOR Methods. Lemmas 3.2 and 3.4 yield
criteria for the convergence of the Jacobi and SOR methods.

Theorem 3.2. Let A = D − L − U where D is diagonal and invertible, L is strictly lower
triangular, and U is strictly upper triangular. If A is either strictly diagonally dominant or ir-
reducibly diagonally dominant then the Jacobi method converges and the SOR method converges
for every ω ∈ (0, 1].

Remark. The fact that the Jacobi method converges when A is strictly diagonally dominant
follows immediately from Lemma 3.2 because

ρSp
(

D−1C
)

= ρSp
(

CD−1
)

≤ min
{

∥

∥D−1C
∥

∥

∞ ,
∥

∥CD−1
∥

∥

1

}

< 1 .

Below we give a different proof for this case that closely parallels the proof for the case when
A is irreducibly diagonally dominant.

Proof. We first prove the Jacobi method converges. Let µ ∈ C such that |µ| ≥ 1. If A is strictly
diagonally dominant or irreducibly diagonally dominant then the same is true for µD−L−U .
Lemmas 3.2 and 3.4 then imply that µD−L−U is invertible. Because MJ = D−1(L+U), we
see that µI −MJ = D−1(µD − L − U) is invertible. Because this holds for every µ ∈ C such
that |µ| ≥ 1, it follows that ρSp(MJ) < 1, whereby the Jacobi method converges.

We now prove the SOR method converges for every ω ∈ (0, 1]. Let µ ∈ C such that |µ| ≥ 1.
After a direct calculation we see that ω ∈ (0, 1] and |µ| > 1 imply that

|µ+ ω − 1|2 − |µ|2ω2 = (1− ω)
(

|µ− 1|2 + ω
(

|µ|2 − 1
)

)

≥ 0 ,

which shows |µ|ω ≤ |µ + ω − 1|. Therefore if A is either strictly diagonally dominant or
irreducibly diagonally dominant then the same is true for the matrix (µ+ω−1)D−µωL−ωU .
Lemmas 3.2 and 3.4 then imply that the matrix (µ+ω−1)D−µωL−ωU is invertible. Because
M(ω) = (D − ωL)−1

(

(1− ω)D + ωU
)

, we see that

µI −M(ω) = (D − ωL)−1
(

(µ+ ω − 1)D − µωL− ωU
)

is invertible .

Because this holds for every µ ∈ C such that |µ| ≥ 1, it follows that ρSp
(

M(ω)
)

< 1, whereby
the SOR method converges for every ω ∈ (0, 1]. �
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3.5. Digonal Dominance and Hermitian Matrices. Recall that a matrix A is said to be
Hermitian if AH = A. It is clear that a Hermitian matrix is (strictly, irreducibly) diagonally
dominant if and only if it is either row or column (strictly, irreducibly) diagonally dominant.
For Hermitian matrices these concepts of diagonal dominance are related to those of being
Hermitian nonnegative or Hermitian positive.

Definition 3.4. A matrix A ∈ CN×N is said to be Hermitian nonnegative if

(3.4) AH = A , and xHAx ≥ 0 for every x ∈ C
N ,

and is said to be Hermitian positive if

(3.5) AH = A , and xHAx > 0 for every nonzero x ∈ C
N .

Remark. A matrix is Hermitian nonnegative if and only if it is Hermitian and all of its
eigenvalues are nonnegative. In particular, a diagonal matrix is Hermitian nonnegative if and
only if each entry is nonnegative.

Remark. A matrix is Hermitian positive if and only if it is Hermitian and all of its eigenvalues
are positive. In particular, a diagonal matrix is Hermitian positive if and only if each diagonal
entry is positive.

Remark. Let D = Diag(A) denote the diagonal matrix whose diagonal is the diagonal of A.
If A is Hermitian nonegative then D ≥ 0. If A is Hermitian positive then D > 0.

Theorem 3.3. Let AH = A and D = Diag(A).

(1) If D ≥ 0 and A is diagonally dominant then A is Hermitian nonnegative.
(2) If D > 0 and A is either strictly diagonally dominant or irreducibly diagonally dominant

then A is Hermitian positive.

Proof. Exercise. (Hint: Show that the eigenvalues of A must be nonnegative or positive.)

Remark. The converses of these statements are false. For example, the 2× 2 matrix
(

5 2
2 1

)

is Hermitian positive but not diagonally dominant.

Within the set of Hermitian matrices with positive diagonal entries, the set of Hermitian positive
matrices is a broader class than the set of matrices that are either strictly diagonally dominant
or irreducibly diagonally dominant.

Example. Hermitian positive matrices arise naturally from numerical approximations. For
example, the boundary-value problem

−y′′ = g , y(0) = 0 , y′(1) = 0 ,

leads to the matrix

A =
1

(δx)2

















2 −1 0 · · · 0

−1 2 −1 . . .
...

0
. . .

. . .
. . . 0

...
. . . −1 2 −1

0 · · · 0 −1 1

















.

This symmetric matrix is irreducably diagonally dominant, and therefore is Hermitian positive.
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4. Positive Definite Linear Methods

Settings in which A is positive definite with respect to a given scalar product arise naturally
in many applications. This case often arises when numerically solving elliptic partial differential
equations, or when numerically solving parabolic partial differential equations implicitly in time.
Historically, this case drove much of the early development of iterative methods.

4.1. Scalar Products, Adjoints, and Definiteness. We begin with a quick review of the
concepts from linear algebra that play a central role in many of the results in this section.

Recall that ( · | · ) : CN × CN → C is an scalar product over CN if

(4.1)

(x | x) > 0 for every nonzero x ∈ C
N ,

(x | y + z) = (x | y) + (x | z) for every x, y, z ∈ C
N ,

(x |αy) = α (x | y) for every x, y ∈ C
N and α ∈ C ,

(x | y) = (y | x) for every x, y ∈ C
N .

Of course, the classical example of a scalar product is the Euclidean scalar product, which is
given by (x | y) = xHy. However, there are many other scalar products over CN that arise
naturally in applications.

Let ( · | · ) be a scalar product over C
N . Then for every A ∈ C

N×N there exists a unique
A∗ ∈ CN×N such that

(4.2) (x |Ay) = (A∗x | y) for every x, y ∈ C
N .

We say that A∗ is the adjoint of A with respect to the scalar product ( · | · ). It is easily checked
that for every A,B ∈ CN×N and α ∈ C we have

(4.3) (A+B)∗ = A∗ +B∗ , (αA)∗ = ᾱA∗ , (AB)∗ = B∗A∗ .

We then say that A is self-adjoint if A∗ = A, that A is skew-adjoint if A∗ = −A, and that A
is normal if AA∗ = A∗A. Clearly these properties depend upon the choice of scalar product
because the value of A∗ depends upon the scalar product.

Example. When ( · | · ) is the Euclidean scalar product then it is easy to verify that A∗ = AH .
It then follows that A is self-adjoint if and only if it is Hermitian (AH = A), that A is skew-
adjoint if and only if it is skew-Hermitian (AH = −A), and that A is normal if and only if
AAH = AHA.

If A ∈ CN×N is normal with respect to a scalar product ( · | · ) over CN then its spectral
radius is given by

(4.4) ρSp(A) = max

{ |(x |Ax)|
(x | x) : x ∈ C

N , x 6= 0

}

= ‖A‖ ,

where ‖A‖ is the matrix norm induced by the vector norm associated with the scalar product.
We say that A ∈ CN×N is nonegative definite with respect to a scalar product ( · | · ) over CN

(denoted A ≥ 0 when the choice of scalar product is clear) if

(4.5) A∗ = A , and (x |Ax) ≥ 0 for every x ∈ C
N .

We say that A is positive definite with respect to the scalar product (denoted A > 0) if

(4.6) A∗ = A , and (x |Ax) > 0 for every nonzero x ∈ C
N .

Notice that these properties also depend upon the choice of scalar product ( · | · ).
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Example. When ( · | · ) is the Euclidean scalar product then it is easy to verify that A is
nonegative definite if and only if it is Hermitian nonnegative, and that A is positive definite if
and only if it is Hermitian positive.

For every G ∈ CN×N that is positive definite with respect to a scalar product ( · | · ) over CN ,
we define (x | y)G = (x |Gy). It is easy to check that ( · | · )G : CN × CN → C meets criteria
(4.1) for being a scalar product. Therefore we call ( · | · )G the G-scalar product. It is a fact
from linear algebra that every scalar product over CN can be expressed in terms of the original
scalar product as the G-scalar product for some positive definite G.

Let A ∈ CN×N and let A∗ be its adjoint with respect to a scalar product ( · | · ) over CN .
Let G ∈ C

N×N be positive definite with respect to this scalar product. Then the adjoint of A
with respect to the G-scalar product is denoted AdjG(A) and is given by AdjG(A) = G−1A∗G.
Indeed, for every x, y ∈ CN we see that

(x |Ay)G = (x |GAy) =
(

(GA)∗x | y
)

=
(

A∗Gx | y
)

=
(

GG−1A∗Gx | y
)

=
(

G−1A∗Gx |Gy
)

=
(

G−1A∗Gx | y
)

G
,

whereby AdjG(A) = G−1A∗G. This formula shows explicitly how adjoints depend on the choice
of scalar product.

4.2. Positive Definite Splitting Matrices. We now study when the iterative method (2.4)
converges over the set of self-adjoint matrices A when Q = B−1 for some positive definite
splitting matix B. We begin with the following lemma.

Lemma 4.1. Let A, B ∈ CN×N be self-adjoint matrices with respect to a scalar product ( · | · ).
Let B be invertible.

(1) If A is positive definite with respect to ( · | · ) then B−1A is self-adjoint with respect to
the A-scalar product.

(2) If B is positive definite with respect to ( · | · ) then B−1A is self-adjoint with respect to
the B-scalar product.

(3) If A and B are positive definite with respect to ( · | · ) then B−1A is positive definite with
respect to both the A-scalar product and the B-scalar product.

Proof. Let A be positive definite with respect to ( · | · ). Then
AdjA

(

B−1A
)

= A−1
(

B−1A
)∗
A = A−1AB−1A = B−1A .

Hence, B−1A is self-adjoint with respect to the A-scalar product. Therefore assertion (1) holds.
Let B be positive definite with respect to ( · | · ). Then

AdjB
(

B−1A
)

= B−1
(

B−1A
)∗
B = B−1AB−1B = B−1A .

Hence, B−1A is self-adjoint with respect to the B-scalar product. Therefore assertion (2) holds.
Let A and B be positive definite with respect to ( · | · ). We can show that B−1 is also positive

definite with respect to ( · | · ) because B is. Let x ∈ C
N be nonzero. We know that Ax is also

nonzero because A is invertible. Therefore
(

x |B−1Ax
)

A
=
(

x |AB−1Ax
)

=
(

Ax |B−1Ax
)

> 0 for every nonzero x ∈ C
N ,

(

x |B−1Ax
)

B
=
(

x |BB−1Ax
)

=
(

x |Ax
)

> 0 for every nonzero x ∈ C
N .

Hence, B−1A is positive definite with respect to the A-scalar product and the B-scalar product.
Therefore assertion (3) holds. �
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The following theorem characterizes when the iterative method (2.4) converges over the set
of self-adjoint matrices A when Q = B−1 for some positive definite splitting matix B.

Theorem 4.1. Let A, B ∈ CN×N be invertible matrices such that A∗ = A and B∗ = B with
respect to a scalar product ( · | · ). Let M = I − B−1A. If B > 0 then M is self-adjoint with
respect to the B-scalar product, ‖M‖B = ρSp(M), and

(4.7) ρSp(M) < 1 ⇐⇒ 0 < A < 2B .

If A > 0 then M is self-adjoint with respect to the A-scalar product and ‖M‖A = ρSp(M).
Finally, if B > 0 and ρSp(M) < 1 then both the A-norm and the B-norm of the error decrease.

Proof. Set C = B − A, so that M = I − B−1A = B−1(B − A) = B−1C. If B > 0 then
assertion (2) of Lemma 4.1 implies that M is self-adjoint with respect to the B-scalar product.
This self-adjointness implies that ‖M‖B = ρSp(M) and that

ρSp(M) = ρSp
(

B−1C
)

= max

{ |(x |B−1Cx)B|
(x | x)B

: x ∈ C
N , x 6= 0

}

= max

{ |(x |Cx)|
(x |Bx) : x ∈ C

N , x 6= 0

}

.

This identity is the key to the proof. It then follows that

ρSp(M) < 1 ⇐⇒ |(x |Cx)|
(x |Bx) < 1 for every x 6= 0

⇐⇒ |(x |Cx)| < (x |Bx) for every x 6= 0

⇐⇒ −(x |Bx) < (x |Cx) < (x |Bx) for every x 6= 0

⇐⇒ −B < C < B .

Because −B < C < B is equivalent to 0 < A < 2B, assertion (4.7) follows.

Next, if A > 0 then assertion (1) of Lemma 4.1 implies that M is self-adjoint with respect
to the A-scalar product. This self-adjointness implies that ‖M‖A = ρSp(M).

Finally, if B > 0 and ρSp(M) < 1 then A > 0 and ‖M‖A = ‖M‖B = ρSp(M) < 1. Therefore
both the A-norm and the B-norm of the error decrease. �

Remark. An important aspect of Theorem 4.1 that is seen in (4.7) is that if A is self-adjoint
and B is positive definite then A must be positive definite for the iterative method to converge.
This fact rules out using a positive definite splitting matrix B to build an iterative method
when A is self-adjoint, but not positive definite.

An immediate consequence of Theorem 4.1 is the following characterization of when the
Jacobi method converges over the set of all Hermitian matrices with positive diagonal entries.

Theorem 4.2. Let A ∈ CN×N be an invertible matrix such that AH = A and D = Diag(A) > 0.
Then MJ = I −D−1A satisfies

ρSp(MJ ) < 1 ⇐⇒ 0 < A < 2D .

Moreover, when ρSp(MJ ) < 1 then both the A-norm and the D-norm of the error decrease.

Proof. Exercise.

Remark. Let C = D−A. Because A = D−C and 2D−A = D+C the condition 0 < A < 2D
can be recast as

D − C > 0 and D + C > 0 .
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Theorem 4.2 states that the Jacobi method converges if and only if these conditions hold. Both
of these conditions are met if A is either strictly diagonally dominant or irreducibly diagonally
dominant. However, these conditions do not even imply that A is diagonally dominant. Indeed,
the 2× 2 matrices

(

5 2
2 1

)

,

(

5 −2
−2 1

)

,

are both Hermitian positive, so the Jacobi method applied to either of them will converge, but
neither is diagonally dominant. Therefore the diagonal dominance of A is not necessary for the
Jacobi method to converge.

Assertion (3) of Lemma 4.1 implies that Lemmas 2.3 and 2.4 of the Richardson acceleration
theory can be applied within the setting of positive definite splitting methods.

Theorem 4.3. Let A, B ∈ CN×N be positive definite with respect to a scalar product ( · | · ).
Then B−1A is positive definite with respect to the A-scalar product and the B-scalar product.
In particular,

Sp
(

B−1A
)

⊂ [λmin, λmax] ⊂ R+ ,

where

(4.8) λmin = min
{

λ : λ ∈ Sp
(

B−1A
)}

, λmax = max
{

λ : λ ∈ Sp
(

B−1A
)}

.

For every α > 0 define M(α) = I − αB−1A. Then M(α) is self-adjoint with respect to the
A-scalar product and the B-scalar product for every α > 0. Moreover, ρSp

(

M(α)
)

satisfies

(4.9)

ρSp
(

M(α)
)

= max
{

1− αλmin , αλmax − 1
}

= ‖M(α)‖A = ‖M(α)‖B ,

ρSp
(

M(α)
)

< 1 ⇐⇒ 0 < α <
2

λmax
,

ρSp
(

M(α)
)

≥ ρSp
(

M(αopt)
)

=
λmax − λmin

λmax + λmin
, where αopt =

2

λmax + λmin
.

Proof. Exercise.

The error of the nth iterate associated with M(α) is given by e(n)(α) =M(α)ne(0). It can be
bounded as

‖e(n)(α)‖A ≤ ‖M(α)‖nA ‖e(0)‖A =
(

ρSp
(

M(α)
)

)n

‖e(0)‖A .
This bound is sharp for every α > 0. The optimal convergence rate bound is obtained when
ρSp
(

M(α)
)

is minimum, which by (4.9) happens when α = αopt. In that case

‖e(n)(α)‖A ≤
(

λmax − λmin

λmax + λmin

)n

‖e(0)‖A .

Because B−1A is positive definite with respect to the scalar products associated with A and B,
the optimal convergence factor above may be expressed as

λmax − λmin

λmax + λmin
=

condA(B
−1A)− 1

condA(B−1A) + 1
=

condB(B
−1A)− 1

condB(B−1A) + 1
.

We can better understand of how the error behaves by using the fact B−1A is self-adjoint
with respect to the A-scalar product to decompose the initial error e(0) as

e(0) =
∑

λ∈Sp(B−1A)

vλ ,
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where vλ is the A-orthogonal projection of e(0) into the eigenspace associated with λ. Then

e(n)(α) =M(α)ne(0) =
∑

λ∈Sp(B−1A)

(1− αλ)n vλ .

This error will generically be dominated by either the λmin and/or λmax term as n→∞. More
specifically, whenever vλmin

6= 0 and vλmin
6= 0 as n→∞ we have the asymptotic behavior

e(n)(α) ∼



















(1− αλmin)
n vλmin

for 0 < α < αopt ,
(

λmax − λmin

λmax + λmin

)n
(

vλmin
+ (−1)nvλmax

)

for α = αopt ,

(−1)n(αλmax − 1)n vλmax for αopt < α .

By (4.9) this converges to zero if and only if 0 < α < 2/λmax. Notice that e(n)(α) exhibits
binary oscillatory behavior when αopt ≤ α < 2/λmax. This behavior should be taken into
account when devising stopping criteria based on vector norms other than the A-norm.

4.3. Reich-Ostrowski Theory. Theorem 4.1 cannot be applied to either to the Gauss-Seidel
or SOR methods because their splitting matrices are not Hermitian positive. Here we develop
a theory that applies to the linear iterative method (2.4) when the matrix A is self-adjoint
with respect to a given scalar product and Q = B−1 for some splitting matix B that is not
self-adjoint. Our main result is the following theorem, which will be used to relate a given self-
adjoint matrix A to the multiplier matrix M of a stationary, first-order linear iterative method
to solve Ax = b. It abstracts the key aspects of classical results by Riech and Ostrowski.

Theorem 4.4. Let A, M ∈ CN×N such that A∗ = A with respect to a scalar product ( · | · ).
Then any two of the following properties implies the third.

(a) A−M∗mAMm > 0 for some m ∈ Z+ ,

(b) A > 0 ,

(c) ρSp(M) < 1 .

Proof. First, suppose that (a) and (b) hold. Because A > 0 it defines the vector A-norm by

‖y‖A =
√

(y|Ay) and the induced matrix A-norm. It follows from (a) that

‖Mmy‖A < ‖y‖A for every nonzero y ∈ C
N .

Because the induced matrix A-norm of Mm is given by

‖Mm‖A = max
{

‖Mmy‖A : ‖y‖A = 1
}

,

it follows that ‖Mm‖A < 1. Here we have used the fact the mapping y 7→ ‖Mmy‖A is continuous
over the compact set {y ∈ CN : ‖y‖A = 1

}

. We conclude that (c) holds because

ρSp(M) ≤ ‖Mm‖
1
m

A < 1 .

Next, suppose that (b) and (c) hold. Because A > 0 it defines the vector A-norm by

‖y‖A =
√

(y|Ay) and the induced matrix A-norm. Because ρSp(M) < 1, the spectral radius
formula (2.13) implies that there exists m ∈ Z+ such that ‖Mm‖A < 1. We conclude that (a)
holds for this m because for every nonzero y ∈ C

N we have
(

y
∣

∣ [A−M∗mAMm]y
)

= ‖y‖ 2A − ‖Mmy‖ 2A
≥ ‖y‖ 2A − ‖Mm‖ 2A‖y‖ 2A =

(

1− ‖Mm‖ 2A
)

‖y‖ 2A > 0 .
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Finally, suppose that (a) and (c) hold. By (a), for every n ∈ Z+

A−M∗mnAMmn =

n−1
∑

k=0

M∗mk[A−M∗mAMm]Mmk ≥ A−M∗mAMm > 0 .

Here we have used the fact that M∗mk[A−M∗mAMm]Mmk ≥ 0 for every k ≥ 1. It follows that
for every nonzero y ∈ CN and every n ∈ Z+ we have the inequality

(

y
∣

∣ [A−M∗mnAMmn]y
)

≥
(

y
∣

∣ [A−M∗mAMm]y
)

> 0 .

Because (c) implies that Mmn → 0 as n→∞, we can pass to the limit in the above inequality
and conclude that for every nonzero y ∈ CN we have

(y |Ay) ≥
(

y
∣

∣ [A−M∗mAMm]y
)

> 0 .

Therefore (b) holds. �

Now consider the stationary, first-order linear method (2.4) when Q = B−1 for some splitting
matrix B. The multiplier matrix for this method is M = I −B−1A = B−1C. The next lemma
identifies a condition on B that characterizes when M satisfies (a) of Lemma 4.4 with m = 1.
As we shall see, this condition has the virtue that it can be easy to verify.

Lemma 4.2. Let A, B ∈ CN×N be invertible matrices. Let A∗ = A with respect to a scalar
product ( · | · ). Let M = I − B−1A. Then

(4.10) A−M∗AM > 0 ⇐⇒ B +B∗ − A > 0 .

Moreover, if A > 0 then

(4.11) A−M∗AM > 0 ⇐⇒ ‖M‖A < 1 ,

where ‖ · ‖A denotes the matrix norm induced by the vector A-norm given by ‖y‖A =
√

(y|Ay).

Proof. Consider the calculation

A−M∗AM = A−
(

I −AB−∗)A
(

I − B−1A
)

= A−A+ AB−∗A+ AB−1A− AB−∗AB−1A

= AB−∗(B +B∗ −A
)

B−1A

=
(

B−1A
)∗(

B +B∗ − A
)(

B−1A
)

.

Assertion (4.10) follows because B−1A is invertible.
If A > 0 then

0 < A−M∗AM ⇐⇒ 0 < (x |Ax)− (x |M∗AMx) for every x ∈ C
N

⇐⇒ ‖Mx‖ 2A < ‖x‖ 2A for every x ∈ C
N

⇐⇒ ‖M‖A = max
{

‖Mx‖A : x ∈ C, ‖x‖A = 1
}

< 1 .

Therefore assertion (4.11) follows. �

Remark. We might hope to replace (a) in the Theorem 4.4 with

(d) A−M∗AM > 0 .

Clearly (d) =⇒ (a), so that (b) & (d) =⇒ (c) and (c) & (d) =⇒ (b). However, it is not
generally true that (b) & (c) =⇒ (d). Indeed, there are many examples (even 2×2) such that

A > 0 and ρSp(M) < 1 , but ‖M‖A ≥ 1 .
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By combining Theorem 4.4 with Lemma 4.2 we arrive at the following theorem, which shows
that if B +B∗ −A > 0 then the stationary, first-order linear method (2.4) associated with the
splitting matrix B converges if and only if A is positive definite.

Theorem 4.5. Let A, B ∈ CN×N be invertible matrices. Let A∗ = A and B+B∗−A > 0 with
respect to a scalar product ( · | · ). Let M = I −B−1A. Then

ρSp(M) < 1 ⇐⇒ A > 0 .

Moreover, when ρSp(M) < 1 the A-norm of the error decreases.

Proof. Exercise.

Remark. Theorem 4.5 is weaker than Theorem 4.1 when they can both be applied — namely,
when B∗ = B > 0. In that case the conclusions of Theorem 4.5 follow from directly from
Theorem 4.1. However, Theorem 4.1 also shows that in this case ρSp(M) < 1 implies 2B−A > 0,
whereas Theorem 4.5 makes no such assertion. The virtue of Theorem 4.5 is that it applies to
splitting matrices B that are not self-adjoint.

By combining Theorem 4.5 with Theorem 2.2 we obtain the Reich-Ostrowski Theorem, which
characterizes when the SOR method converges over the set of all Hermitian matrices with
positive diagonal entries.

Theorem 4.6. Let A ∈ CN×N be an invertible matrix such that AH = A and D = Diag(A) > 0.
Let A = D − L− LH where L is stricly lower triangular. For every ω ∈ C such that ω 6= 0 the
SOR multipler matrix M(ω) is then given by

M(ω) = (D − ωL)−1
(

(1− ω)D + ωLH
)

.

Then

(4.12) ρSp
(

M(ω)
)

< 1 ⇐⇒ |1− ω| < 1 and A > 0 .

Moreover, when ρSp
(

M(ω)
)

< 1 the A-norm of the error decreases for the SOR method.

Proof. Because B(ω) = 1
ω
D − L, we see that

B(ω) +B(ω)H − A =

(

1

ω
+

1

ω̄
− 1

)

D =
1− |1− ω|2
|ω|2 D .

Because D > 0, this calculation shows that B(ω) +B(ω)H − A > 0 if and only if |1− ω| < 1.

(⇐) Suppose that |1−ω| < 1 and A > 0. But |1−ω| < 1 implies that B(ω)+B(ω)H−A > 0.
Because B(ω) +B(ω)H − A > 0 and A > 0, Theorem 4.5 then implies ρSp

(

M(ω)
)

< 1.

(⇒) Suppose that ρSp
(

M(ω)
)

< 1. Theorem 2.2 then implies that |1 − ω| < 1. But this

implies that B(ω) + B(ω)H − A > 0. Because B(ω) + B(ω)H − A > 0 and ρSp
(

M(ω)
)

< 1,
Theorem 4.5 implies that A > 0 and that the A-norm of the error decreases. �

Remark. The case ω = 1 is the characterization due to Reich (1949) of when the Gauss-Seidel
method converges over the set of all Hermitian matrices with positive diagonal entries. Before
that only sufficient conditions had been given for the convergence of the Gauss-Seidel method.
Ostrowski (1952) gave the above result for the SOR method. In the next section we will extend
it to a more general family of over relaxation methods by another application of Theorem 4.5.
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5. Over Relaxation Methods

5.1. Introduction. The classical Jacobi and SOR iterative methods given by (2.16) can be
generalized to the setting in which A has the partitioned form

(5.1) A =













A11 A12 · · · A1n

A21 A22
. . .

...
...

. . .
. . . A(n−1)n

An1 · · · An(n−1) Ann













,

where each of the diagonal blocks Aii is square and invertible. We can then decompose A as

(5.2a) A = D −E − F , where D =













A11 0 · · · 0

0 A22
. . .

...
...

. . .
. . . 0

0 · · · 0 Ann













,

and either

(5.2b) E = −













0 0 · · · 0

A21 0
. . .

...
...

. . .
. . . 0

An1 · · · An(n−1) 0













, F = −













0 A12 · · · A1n

0 0
. . .

...
...

. . .
. . . A(n−1)n

0 · · · 0 0













,

or

(5.2c) E = −













0 A12 · · · A1n

0 0
. . .

...
...

. . .
. . . A(n−1)n

0 · · · 0 0













, F = −













0 0 · · · 0

A21 0
. . .

...
...

. . .
. . . 0

An1 · · · An(n−1) 0













.

Because each of the diagonal blocks Aii is square and invertible, the matrix D is also invertible.
Moreover, all such decompositions satisfy the invertibility properties

(5.3)
D − ωE is invertible for every ω ∈ C ,

D − ζF is invertible for every ζ ∈ C .

More importantly, if we can easily compute D−1y for any vector y then we can also easily
compute (D − ωE)−1y and (D − ζF )−1y. This is certainly the case when D is a diagonal
matrix as it is in the classical SOR decomposition given in (2.16). It is also the case when D
has the block diagonal form (5.2a) and each Aii is itself easily invertible. For example, each
Aii could be a tridiagonal matrix, which can be directly inverted by Gaussian elimination.
Alternatively, for a very large system we might solve the much smaller subsystems associated
with each Aii by an iterative method.

The invertibility properties (5.3) are invariant under similarity transformations. Specifically,
if a matrix A has a decomposition A = D−E − F that satisfies (5.3) then for every invertible
matrix V the matrix V AV −1 has the decomposition V AV −1 = V DV −1 − V EV −1 − V FV −1

that satisfies (5.3). This implies that the invertibility properties (5.3) are satisfied by many
decompositions A = D − E − F in addition to those given by (5.2).
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In this section we consider families of stationary, first-order, linear iterative methods built
from any decomposition A = D −E − F that satisfies the invertibility properties (5.3). These
families generalize the Jacobi and SOR methods given earlier in (2.16). They are associated
with the following splitting, complementary, and multiplier matrices.

The Accelerated Jacobi (AJ) family is defined for every α ∈ C such that α 6= 0 by

(5.4a)

BAJ(α) =
1

α
D ,

CAJ(α) =
1

α

(

(1− α)D + αE + αF
)

,

MAJ(α) = D−1
(

(1− α)D + αE + αF
)

.

The Accelerated Over Relaxation (AOR) family is defined for every α, ω ∈ C such that α 6= 0
by

(5.4b)

BA(α, ω) =
1

α
(D − ωE) ,

CA(α, ω) =
1

α

(

(1− α)D + (α− ω)E + αF
)

,

MA(α, ω) = (D − ωE)−1
(

(1− α)D + (α− ω)E + αF
)

,

The Double Accelerated Over Relaxation (DAOR) family is defined for every α, ω, ζ ∈ C such
that α 6= 0 by

(5.4c)

BDA(α, ω, ζ) =
1

α
(D − ωE)D−1(D − ζF ) ,

CDA(α, ω, ζ) =
1

α

(

(1− α)D + (α− ω)E + (α− ζ)F + ωζED−1F
)

,

MDA(α, ω, ζ) = (D − ζF )−1D(D − ωE)−1

(

(1− α)D + (α− ω)E + (α− ζ)F + ωζED−1F
)

.

When D is diagonal these methods are called point methods. When D is block diagonal but
not diagonal these methods are called block methods. Notice that DAOR reduces to AOR when
ζ = 0, and that AOR reduces to AJ when ω = 0. Every method studied in this section can
thereby be viewed as a subfamily of the DAOR family of methods (5.4c).

Examples. The classical Jacobi method corresponds to AJ with α = 1, D is diagonal, and
E + F is off-diagonal. Classical SOR methods correspond to AOR with α = ω, D is diagonal,
E is strictly lower triangular, and F is strictly upper triangular. The classical Jacobi and SOR
methods are point methods. Block Jacobi methods corresponds to block AJ with α = 1. Block
SOR methods corresponds to block AOR with α = ω.

5.2. Kahan Theory. This theory applies to an important subfamily of DAOR methods (5.4c),
the selection of which is motivated by the following lemma.

Lemma 5.1. If the decomposition A = D − E − F satisfies (5.3) then it also satisfies

(5.5)
det(D − ωE) = det(D) 6= 0 for every ω ∈ C ,

det(D − ζF ) = det(D) 6= 0 for every ζ ∈ C .
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Proof. Consider the polynomials p(ω) = det(D−ωE) and q(ζ) = det(D−ζF ). By hypothesis
(5.3) these polynomials have no zeros in C. But the only polynomials with no zeros are nonzero
constants. We thereby conclude that p(ω) = p(0) 6= 0 and q(ζ) = q(0) 6= 0, which is (5.5). �

This result can be applied to the subfamily of DAOR methods (5.4c) for which α = ω+ζ−ωζ
for every ω, ζ ∈ C, the Double Successive Over Relaxation (DSOR) methods:

(5.6)

BD(ω, ζ) =
1

ω + ζ − ωζ (D − ωE)D
−1(D − ζF ) ,

CD(ω, ζ) =
1

ω + ζ − ωζ
(

(1− ζ)D + ζE
)

D−1
(

(1− ω)D + ωF
)

,

MD(ω, ζ) = (D − ζF )−1D(D − ωE)−1
(

(1− ζ)D + ζE
)

D−1
(

(1− ω)D + ωF
)

.

When ζ = 0 this reduces to the subfamily of AOR methods (5.4b) for which α = ω for every
ω ∈ C, the Successive Over Relaxation (SOR) methods:

(5.7)

B(ω) =
1

ω
(D − ωE) ,

C(ω) =
1

ω

(

(1− ω)D + ωF
)

,

M(ω) = (D − ωE)−1
(

(1− ω)D + ωF
)

.

In practice one usually draws from the SOR or DSOR families of methods rather than use some
other method from the more general AOR or DAOR families. One reason for this preference is
historical — namely, the SOR and DSOR methods have been around longer, so there is a better
practical understanding of them. Another reason for this preference is the better theoretical
understanding of the SOR and DSOR methods that is grounded in the results of this section.

Exercise. Let A = D − E − F where D is invertible. Show that if ω + ζ − ωζ 6= 0 then
A = BD(ω, ζ)− CD(ω, ζ) where BD(ω, ζ) and CD(ω, ζ) are given by (5.6).

Remark. The peculiar form of the DSOR splitting matrix BD(ω, ζ) given in (5.6) is arrived
at by seeking splitting matrices B in the general factored form

(5.8) B =
1

α
(D − ωE)D−1(D − ζF ) for some α 6= 0 ,

such that C = B −A has the factored form

(5.9) C =
1

γ
(D + φE)D−1(D + ψF ) for some γ 6= 0 .

This can be done for arbitrary D, E, and F if and only if ω 6= 1, ζ 6= 1, and α = ω+ζ−ωζ 6= 0,
in which case

γ =
ω + ζ − ωζ

(1− ω)(1− ζ) , φ =
ζ

1− ζ , ψ =
ω

1− ω .

This yields C = CD(ω, ζ) as given by (5.6), which extends to the cases ω = 1 and ζ = 1. This
factored form of CD(ω, ζ) allows us to apply Lemma 5.1 to each of it factors, which is why it
was sought.

Exercise. Prove that if B has the factored form (5.8) while C has the factored form (5.9) then
α, γ, φ, and ψ must have the forms given in the preceding remark.
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Remark. The DSOR multiplier matrix (5.6) can be put into the form

(5.10) MD(ω, ζ) = (D − ζF )−1
(

(1− ζ)D + ζE
)

(D − ωE)−1
(

(1− ω)D + ωF
)

.

This shows that taking one DSOR iteration is equivalent to taking two SOR-like iterations,
the first with the SOR splitting matrix B(ω) given by (5.7) and the second with the so-called
backward SOR splitting matrix

(5.11) BB(ζ) = BD(0, ζ) =
1

ζ
(D − ζF ) .

This equivalence is a consequence of the factored forms of CD(ω, ζ) andMD(ω, ζ) for the DSOR
family of methods (5.7), and is not shared by other members of the larger DAOR family (5.7).

Theorem 5.1. Let A ∈ CN×N . Let the decomposition A = D−E − F satisfy (5.3). Then the
multiplier matrices M(ω) and MD(ω, ζ) given by (5.7) and (5.6) respectively satisfy the bounds

(5.12)
|1− ω| ≤ ρSp

(

M(ω)
)

for every ω ∈ C such that ω 6= 0 ,

|(1− ω)(1− ζ)| ≤ ρSp
(

MD(ω, ζ)
)

for every ω, ζ ∈ C such that ω + ζ − ωζ 6= 0 ,

with equality if and only if the modulus of each eigenvalue equals the spectral radius.

Proof. It suffices to prove the bound for MD(ω, ζ) in (5.12) because the bound for M(ω) then
follows upon setting ζ = 0. We see from either (5.6) or (5.10) that

det
(

MD(ω, ζ)
)

=
det
(

(1− ζ)D + ζE
)

det
(

(1− ω)D + ωF
)

det(D − ωE) det(D − ζF ) .

Lemma 5.1 then states that det(D − ωE) = det(D) and det(D − ζF ) = det(D). Moreover, it
implies that

(5.13)
det
(

(1− ζ)D + ζE
)

= (1− ζ)N det(D) ,

det
(

(1− ω)D + ωF
)

= (1− ω)N det(D) .

We thereby arrive at the formula

(5.14) det
(

MD(ω, ζ)
)

= (1− ω)N(1− ζ)N .
Because the determinant of a matrix is the product of its eigenvalues, while the modulus of
each eigenvalue is bound by the spectral radius, we see from the above formula that

|(1− ω)(1− ζ)|N =
∣

∣ det
(

MD(ω, ζ)
)∣

∣ ≤ ρSp
(

MD(ω, ζ)
)N

.

The bound for MD(ω, ζ) given in (5.12) follows directly from this inequality. Moreover, it is
clear that equality will hold above if and only if every eigenvalue of MD(ω, ζ) has modulus
equal to ρSp

(

MD(ω, ζ)
)

. �

Exercise. Let the decomposition A = D−E−F satisfy (5.3). Use Lemma 5.1 to prove (5.13).
Be sure to treat the cases ζ = 1 and ω = 1.

An important immediate consequence of Theorem 5.1 is the following.

Corollary 5.1. Let A ∈ C
N×N . Let the decomposition A = D −E − F satisfy (5.3).

• Let ω ∈ C such that ω 6= 0. If |1 − ω| ≥ 1 then the SOR method (5.7) diverges.
Equivalently, if the SOR method (5.7) converges then |1− ω| < 1.
• Let ω, ζ ∈ C such that ω+ζ−ωζ 6= 0. If |(1−ω)(1−ζ)| ≥ 1 then the DSOR method (5.6)
diverges. Equivalently, if the DSOR method (5.6) converges then |(1− ω)(1− ζ)| < 1.
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Proof. Exercise.

Remark. The above result does not assert either that the SOR method converges if |1−ω| < 1
or that the DSOR method converges if |(1 − ω)(1 − ζ)| < 1. Indeed, these statements are
not generally true. However, the results of subsequent sections will identify instances when
such assertions can be made by making further hypotheses on both A and its decomposition
A = D − E − F .

5.3. Reich-Ostrowski Theorem for SOR Methods. Here we specialize to the case when
A∗ = A with respect to a scalar product ( · | · ) over CN . We consider decompositions of A in
the form A = D−E−E∗ where D∗ = D > 0 and D−ωE is invertible for every ω ∈ C. Here we
apply the Reich-Ostrowski theory developed in Section 4 to the family of SOR methods given
by (5.7). Specifically, we combine Corollary 5.1 with Theorem 4.5 to obtain an extension of
the Reich-Ostrowski Theorem that characterizes when the point SOR method given by (2.16c)
converges over the set of all Hermitian matrices with positive diagonal entries, Theorem 4.6.
The extension is the following.

Theorem 5.2. Let A be invertible and A∗ = A with respect to a scalar product ( · | · ) over CN .
Let A = D−E −E∗ where D∗ = D > 0 and D− ωE is invertible for every ω ∈ C. Let ω ∈ C

and M(ω) = (D − ωE)−1
(

(1− ω)D + ωE∗). Then

(5.15) ρSp
(

M(ω)
)

< 1 ⇐⇒ |1− ω| < 1 and A > 0 .

Moreover, when ρSp
(

M(ω)
)

< 1 the A-norm of the error decreases.

Remark. This theorem improves upon Theorem 4.6 in three ways. First, it applies to invertible
matrices A that are self-adjoint with respect to any scalar product over CN rather than just
the Euclidean scalar product. Second, it applies to general SOR methods (5.7) rather than
just the classical point SOR method (2.16c). Third, it states that |1 − ω| < 1 is a necessary
condition for the SOR method to converge, which was a consequence of Corollary 5.1. This
extension of Theorem 4.6 is essentially due to Ostrowski (1954), who extended to block SOR
methods earlier results of Reich (1949) and himself (1952) regarding point methods.

Proof. Because B(ω) = 1
ω
D − E, we see that

B(ω) +B(ω)∗ − A =

(

1

ω
+

1

ω̄
− 1

)

D =
1− |1− ω|2
|ω|2 D .

Because D > 0, it follows that B(ω) +B(ω)∗ − A > 0 if and only if |1− ω| < 1.

To prove ( =⇒ ), suppose ρSp
(

M(ω)
)

< 1. Corollary 5.1 implies that |1 − ω| < 1, which

implies that B(ω) + B(ω)∗ − A > 0. Because ρSp
(

M(ω)
)

< 1 and B(ω) + B(ω)∗ − A > 0, it
follows from Theorem 4.5 that A > 0 too. Because A > 0 and B(ω)+B(ω)∗−A > 0, it follows
from Lemma 4.2 that ‖M(ω)‖A < 1, which implies the A-norm of the error decreases.

To prove (⇐=), suppose |1−ω| < 1 andA > 0. Then |1−ω| < 1 implies B(ω)+B(ω)∗−A > 0.
Because A > 0 and B(ω)+B(ω)∗−A > 0, it follows from Theorem 4.5 that ρSp

(

M(ω)
)

< 1. �

Remark. While this theorem allows ω to take complex values, in most applications the matrices
are real, so ω is taken to be real too in order to avoid complex arithmetic operations.
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5.4. Positive Definiteness Criteria for DAOR Methods. Now we lay groundwork that
will be built upon when the theory developed in Section 4 is applied to the family of DAOR
methods (5.4c). Once again we specialize to the case when A∗ = A with respect to a scalar
product ( · | · ) and consider decompositions of A in the form A = D−E−E∗ where D∗ = D > 0
and D−ωE is invertible for every ω ∈ C. The splitting matrix for the DAOR family of methods
given by (5.4c) then becomes

(5.16) BDA(α, ω, ζ) =
1

α
(D − ωE)D−1(D − ζE∗) , where α 6= 0 .

In order to apply the theory of Section 4 we need criteria that insure

(5.17) BDA(α, ω, ζ) +BDA(α, ω, ζ)
∗ −A > 0 .

We begin by giving a necessary condition for this positive definiteness to hold.

Lemma 5.2. Let α, ω, ζ ∈ C with α 6= 0. Let BDA(α, ω, ζ) be given by (5.16) with D∗ = D > 0.
Then

BDA(α, ω, ζ) +BDA(α, ω, ζ)
∗ − A > 0 =⇒ |1− α|2 < 1 .

Proof. Let

(5.18) G(α, ω, ζ, γ) = BDA(α, ω, ζ) +BDA(α, ω, ζ)
∗ − A .

We see from (5.16) that G(α, ω, ζ) has the form

(5.19)

G(α, ω, ζ) =

(

1

α
+

1

ᾱ
− 1

)

D −
(

ω

α
+
ζ̄

ᾱ
− 1

)

E −
(

ω̄

ᾱ
+
ζ

α
− 1

)

E∗

+

(

ωζ

α
+
ω̄ζ̄

ᾱ

)

ED−1E∗ .

By Lemma 5.5 we know that

det(D − ωE) = det(D) > 0 for every ω ∈ C .

Upon dividing this relation by (−ω)N and letting |ω| → ∞ we conclude that det(E) = 0.

Because det(E∗) = det(E) = 0, there exists a nonzero vector v such that E∗v = 0. Then

(

v |G(α, ω, ζ)v
)

=

(

1

α
+

1

ᾱ
− 1

)

(v |Dv) .

Because G(α, ω, ζ) > 0 and D > 0 while v 6= 0, it follows that 1
α
+ 1

ᾱ
− 1 > 0. This implies that

0 ≤ 1

α
+

1

ᾱ
− 1 =

α + ᾱ− |α|2
|α|2 =

1− |1− α|2
|α|2 ,

which implies that |1− α|2 < 1. �

Remark. We could similarly derive other necessary conditions for every eigenvalue of D−1E∗.
However, because det(νD − E∗) = νN det(D − 1

ν
E∗) = νN det(D) for every ν ∈ C with ν 6= 0,

we see that ν = 0 is the only eigenvalue of D−1E∗.

The condition |1 − α|2 < 1 is not sufficient to conclude that G(α, ω, ζ) is positive definite.
Next we infer this positive definiteness from somewhat stronger criteria.
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Lemma 5.3. Let α, ω, ζ ∈ C with α 6= 0 satisfy the criteria

0 <
1

α
+

1

ᾱ
− 1 ,(5.20a)

0 ≤
(

1

α
+

1

ᾱ
− 1

)(

ωζ

α
+
ω̄ζ̄

ᾱ

)

−
∣

∣

∣

∣

ω

α
+
ζ̄

ᾱ
− 1

∣

∣

∣

∣

2

.(5.20b)

Let BDA(α, ω, ζ) be given by (5.16) with D∗ = D > 0. Then

BDA(α, ω, ζ) +BDA(α, ω, ζ)
∗ −A > 0 .

Remark. For α 6= 0 criterion (5.20a) is equivalent to the condition |1 − α|2 < 1, which was
shown to be necessary in Lemma 5.2.

Proof. Because 1
α
+ 1

ᾱ
− 1 > 0 by criterion (5.20a), set

δ =

ω

α
+
ζ̄

ᾱ
− 1

1

α
+

1

ᾱ
− 1

.

We see from (5.19) that

G(α, ω, ζ) =

(

1

α
+

1

ᾱ
− 1

)

(D − δE)D−1(D − δ̄E∗)

+

(

ωζ

α
+
ω̄ζ̄

ᾱ
−
(

1

α
+

1

ᾱ
− 1

)

|δ|2
)

ED−1E∗ .

Because (D − δE)D−1(D − δ̄E∗) is positive definite, ED−1E∗ is nonnegative definite, and
1
α
+ 1

ᾱ
− 1 > 0, the matrix G(α, ω, ζ) will be positive definite if

ωζ

α
+
ω̄ζ̄

ᾱ
−
(

1

α
+

1

ᾱ
− 1

)

|δ|2 ≥ 0 ,

which is equivalent to criterion (5.20b). �

Criterion (5.20b) looks complicated, but there is a simple characterization of when it holds.

Lemma 5.4. Let α, ω, ζ ∈ C such that α 6= 0. Then criterion (5.20b) holds if and only if
ω + ζ − ωζ 6= 0 and

(5.21) |1− ω|2 ≤ 1 , |1− ζ |2 ≤ 1 , |1− β|2 ≤
(

1− |1− ω|2
)(

1− |1− ζ |2
)

|1− (1− ω)(1− ζ)|2 ,

where β 6= 0 is determined by α = β(ω + ζ − ωζ).

Proof. A straightforward calculation shows that criterion (5.20b) is equivalent to

0 ≤
(

1

α
+

1

ᾱ
− 1

)(

ωζ

α
+
ω̄ζ̄

ᾱ

)

−
∣

∣

∣

∣

ω

α
+
ζ̄

ᾱ
− 1

∣

∣

∣

∣

2

=
ω + ζ − ωζ

α
+
ω̄ + ζ̄ − ω̄ζ̄

ᾱ
− 1 +

ωζ + ω̄ζ̄ − |ω|2 − |ζ |2
|α|2

=
ω + ζ − ωζ

α
+
ω̄ + ζ̄ − ω̄ζ̄

ᾱ
− 1− |ζ − ω̄|

2

|α|2 .
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This inequality can only be satisfied if ω + ζ − ωζ 6= 0. In that case it is equivalent to

0 ≤ 1

β
+

1

β̄
− 1− 1

|β|2
|ζ − ω̄|2

|ω + ζ − ωζ |2 ,

where β 6= 0 is determined by α = β(ω + ζ − ωζ). After multiplying this inequality by |β|2,
adding 1 to both sides, and bringing all of the terms containing β to the left-hand side, we see
that it is equivalent to

|1− β|2 ≤ 1− |ζ − ω̄|2
|ω + ζ − ωζ |2 =

|ω + ζ − ωζ |2 − |ζ − ω̄|2
|ω + ζ − ωζ |2 =

(

1− |1− ω|2
)(

1− |1− ζ |2
)

|1− (1− ω)(1− ζ)|2 .

Clearly this inequality has nontrivial solutions if and only if conditions (5.21) hold. �

Criterion (5.20b) almost implies criterion (5.20a). The following lemma shows there are just
three exceptional cases. It is stated in terms of the characterization of criterion (5.20b) given
by Lemma 5.4. Its proof is elementary, but long. It should be skipped at first reading.

Lemma 5.5. Let β, ω, ζ ∈ C with β 6= 0 and ω + ζ − ωζ 6= 0 such that (5.21) holds.
Let α = β(ω + ζ − ωζ). Then |1 − α| ≤ 1. Moreover, |1 − α| = 1 if and only if either
ω = ζ = |1− β| = 1, or |1− ω| = |1− ζ | = 1, or both

(5.22) 0 < |1− ω| = |1− ζ | < 1 , 1− β =
1− |1− ω||1− ζ |
1− (1− ω)(1− ζ)

(1− ω)(1− ζ)
|1− ω||1− ζ | .

Remark. The last inequality in (5.21) shows that |1− ω| = |1− ζ | = 1 implies β = 1.

Remark. The first condition in (5.22) insures that there is no division by zero in the second.

Proof. Because

1− α = (1− β)
(

1− (1− ω)(1− ζ)
)

+ (1− ω)(1− ζ) ,
the triangle inequality, the bound on |1−β| from (5.21) of Lemma 5.4, and the Cauchy inequality
imply that

|1− α| ≤ |1− β||1− (1− ω)(1− ζ)|+ |1− ω||1− ζ |

≤
(

1− |1− ω|2
)

1
2
(

1− |1− ζ |2
)

1
2 + |1− ω||1− ζ |

≤
(

1− |1− ω|2 + |1− ω|2
)

1
2
(

1− |1− ζ |2 + |1− ζ |2
)

1
2 = 1 .

Moreover, |1− α| < 1 when either

(5.23a) ω 6= 1 , ζ 6= 1 , β 6= 1 ,
1− β
|1− β| 6=

(1− ω)(1− ζ)
|1− ω||1− ζ |

|1− (1− ω)(1− ζ)|
1− (1− ω)(1− ζ) ,

or

(5.23b) |1− ω|2 < 1 , |1− ζ |2 < 1 , |1− β|2 <
(

1− |1− ω|2
)(

1− |1− ζ |2
)

|1− (1− ω)(1− ζ)|2 .

or

(5.23c) |1− ω| 6= |1− ζ | .
Respectively, these conditions characterize when the triangle inequality is strict, when the
bound on |1− β| is strict, and when Cauchy inequality is strict.

Now suppose that either ω = ζ = |1 − β| = 1, or |1 − ω| = |1 − ζ | = 1, or (5.22) holds. If
ω = ζ = |1 − β| = 1 holds then we see that α = β, whereby |1 − α| = |1 − β| = 1. Next, if
|1−ω| = |1− ζ | = 1 holds then we see from the last inequality in (5.21) that β = 1. But β = 1
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implies that 1 − α = (1 − ω)(1 − ζ), whereby |1 − α| = |1 − ω||1 − ζ | = 1. Finally, if (5.22)
holds then we see that

1− α = (1− β)
(

1− (1− ω)(1− ζ)
)

+ (1− ω)(1− ζ)

=
1− |1− ω||1− ζ |
1− (1− ω)(1− ζ)

(1− ω)(1− ζ)
|1− ω||1− ζ |

(

1− (1− ω)(1− ζ)
)

+ (1− ω)(1− ζ)

=
1− |1− ω||1− ζ |
|1− ω||1− ζ | (1− ω)(1− ζ) + (1− ω)(1− ζ) = (1− ω)(1− ζ)

|1− ω||1− ζ | ,

whereby |1− α| = 1. For all three cases we conclude that |1− α| = 1.

Conversely, suppose that |1− α| = 1. Then all three conditions given in (5.23) do not hold.
Because condition (5.23c) does not hold, |1− ω| = |1− ζ |. Because |1− ω| = |1− ζ |, if either
ω = 1 or ζ = 1 then ω = ζ = 1. Therefore, if either ω = 1 or ζ = 1 then α = β and
|1− β| = |1− α| = 1, whereby ω = ζ = |1− β| = 1. If β = 1 then 1− α = (1− ω)(1− ζ) and
because |1− ω| = |1− ζ | we see that

1 = |1− α| = |1− ω||1− ζ | = |1− ω|2 = |1− ζ |2 ,

whereby |1− ω| = |1− ζ | = 1. So it remains to consider the case

ω 6= 1 , ζ 6= 1 , β 6= 1 , |1− ω| = |1− ζ | .

Next, because condition (5.23b) also does not hold,

|1− ω| = |1− ζ | = 1 or |1− β|2 =
(

1− |1− ω|2
)(

1− |1− ζ |2
)

|1− (1− ω)(1− ζ)|2 .

So it remains to consider the case

0 < |1− ω| = |1− ζ | < 1 , |1− β|2 =
(

1− |1− ω|2
)(

1− |1− ζ |2
)

|1− (1− ω)(1− ζ)|2 .

Notice that these conditions imply that ω 6= 1, ζ 6= 1, and β 6= 1.

Finally, because condition (5.23a) also does not hold,

1− β
|1− β| =

(1− ω)(1− ζ)
|1− ω||1− ζ |

|1− (1− ω)(1− ζ)|
1− (1− ω)(1− ζ) .

Because |1− ω|2 = |1− ζ |2 = |1− ω||1− ζ |, it follows that

1− β = |1− β| (1− ω)(1− ζ)|1− ω||1− ζ |
|1− (1− ω)(1− ζ)|
1− (1− ω)(1− ζ)

=
1− |1− ω||1− ζ |
|1− (1− ω)(1− ζ)|

(1− ω)(1− ζ)
|1− ω||1− ζ |

|1− (1− ω)(1− ζ)|
1− (1− ω)(1− ζ)

=
1− |1− ω||1− ζ |
1− (1− ω)(1− ζ)

(1− ω)(1− ζ)
|1− ω||1− ζ | ,

whereby (5.22) holds. �
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5.5. Positive Definite Over Relaxation Methods. We now apply Theorem 4.1 to analyze
subfamilies of the DAOR and DSOR families of methods for which the splitting matrix is
positive definite. By setting ζ = ω̄ and α ∈ R in the double accelerated over relaxation
(DAOR) family (5.4c) we obtain the so-called Symmetric (or Self-adjoint) Accelerated Over
Relaxation (SAOR) family:

(5.24)

BSA(α, ω) =
1

α
(D − ωE)D−1(D − ω̄E∗) , where α 6= 0 ,

CSA(α, ω) =
1

α

(

(1− α)D + (α− ω)E + (α− ω̄)E∗ + |ω|2ED−1E∗) ,

MSA(α, ω) = (D − ω̄E∗)−1D(D − ωE)−1

(

(1− α)D + (α− ω)E + (α− ω̄)E∗ + |ω|2ED−1E∗) .

By setting ζ = ω̄ and α ∈ R in the double succesive over relaxation (DSOR) family (5.6) we
obtain the so-called Symmetric (or Self-adjoint) Succesive Over Relaxation (SSOR) family:

(5.25)

BS(ω) =
1

1− |1− ω|2 (D − ωE)D
−1(D − ω̄E∗) , where |1− ω| 6= 1 ,

CS(ω) =
1

1− |1− ω|2
(

(1− ω̄)D + ω̄E
)

D−1
(

(1− ω)D + ωE∗) ,

MS(ω) = (D − ω̄E∗)−1D(D − ωE)−1
(

(1− ω̄)D + ω̄E
)

D−1
(

(1− ω)D + ωE∗) .

Alternatively, the SSOR family is obtained from the SAOR family by setting α = 1− |1− ω|2.
When A is a real matrix we take D, E, and ω to be real. In that case 1− |1− ω|2 = ω(2− ω).

The splitting matrix BSA(α, ω) is positive definite if and only if α > 0. In particular, the
splitting matrix BS(ω) is positive definite if and only if |1 − ω| < 1. When this is the case
Theorem 4.1 shows that SAOR converges if and only if 2BSA(α, ω) − A is positive definite.
Lemma 5.2 shows that for 2BSA(α, ω)− A to be positive definite we must require α ∈ (0, 2).

When ω = 1 the SAOR method reduces to the accelerated symmetric Gauss-Seidel (ASGS)
method. We can obtain the following characterization of when the ASGS method converges,
which is an analog of the convergence characterization given by Theorem 4.5 for the classical
Gauss-Seidel method.

Theorem 5.3. Let A be invertible and A∗ = A with respect to a scalar product ( · | · ) over CN .
Let A = D −E −E∗ where D∗ = D > 0 and D − ωE is invertible for every ω ∈ C. Let α > 0
and MSA(α, 1) be given by (5.24). Then

ρSp
(

MSA(α, 1)
)

< 1 ⇐⇒ α ∈ (0, 2) and A > 0 .

Moreover, when ρSp
(

MSA(α, 1)
)

< 1 the A-norm of the error decreases.

Proof. Direction ( =⇒ ) follows directly from Theorem 4.1 and Lemma 5.2. In particular,
Theorem 4.1 asserts that the A-norm of the error decreases.

Direction (⇐=) follows because when ω = ζ = 1 criteria (5.20) of Lemma 5.3 reduce to
2
α
− 1 > 0, which is simply α ∈ (0, 2). Therefore Lemma 5.3 implies that 2BSA(α, 1)− A > 0,

which combines with the fact A > 0 and Theorem 4.1 to imply that ρSp
(

MSA(α, 1)
)

< 1. �
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There is a similar convergence characterization for the SSOR method.

Theorem 5.4. Let A be invertible and A∗ = A with respect to a scalar product ( · | · ) over CN .
Let A = D−E −E∗ where D∗ = D > 0 and D− ωE is invertible for every ω ∈ C. Let ω ∈ C

and MS(ω) be given by (5.25). Then

ρSp
(

MS(ω)
)

< 1 ⇐⇒ |1− ω| < 1 and A > 0 .

Moreover, when ρSp
(

MS(ω)
)

< 1 the A-norm of the error decreases.

Proof. Direction ( =⇒ ) follows directly from Theorem 4.1 and Corollary 5.1. In particular,
Theorem 4.1 asserts that the A-norm of the error decreases.

Direction (⇐=) follows because by Lemma 5.4 when ζ = ω̄ and α = 1 − |1 − ω|2 criteria
(5.20) of Lemma 5.3 reduce to |1−ω|2 < 1. Therefore Lemma 5.3 implies that 2BS(ω)−A > 0,
which combines with the fact A > 0 and Theorem 4.1 to imply that ρSp

(

MSA(α, 1)
)

< 1. �

5.6. Reich-Ostrowski Theorems for DAOR Methods. Here again we specialize to the
case when A∗ = A with respect to a scalar product ( · | · ) over CN . We consider decompositions
of A in the form A = D−E−E∗ where D∗ = D > 0 and D−ωE is invertible for every ω ∈ C.
Here we apply the Reich-Ostrowski theory developed in Section 4 to the family of DAOR
methods given by (5.4c). Specifically, we combine a key result of Reich-Ostrowski theory,
Theorem 4.5, with Lemmas 5.3 and 5.4 to obtain convergence characterization theorems for
DAOR methods.

Theorem 5.5. Let A be invertible and A∗ = A with respect to a scalar product ( · | · ) over CN .
Let A = D − E − E∗ where D∗ = D > 0 and D − ωE is invertible for every ω ∈ C. Let ω, ζ,
β ∈ C with ω + ζ − ωζ 6= 0 and β 6= 0 that satisfy

(5.26a) |1− ω| ≤ 1 , |1− ζ | ≤ 1 , |1− β|2 ≤
(

1− |1− ω|2
)(

1− |1− ζ |2
)

|1− (1− ω)(1− ζ)|2 .

Let α = β(ω + ζ − ωζ) satisfy
(5.26b) |1− α| < 1 .

Let MDA(α, ω, ζ) be given by (5.4c). Then

ρSp
(

MDA(α, ω, ζ)
)

< 1 ⇐⇒ A > 0 .

Moreover, when ρSp
(

MDA(α, ω, ζ)
)

< 1 the A-norm of the error decreases.

Proof. Because (5.26a) is equivalent to (5.21) of Lemma 5.4, that lemma implies that criterion
(5.20b) holds. Because (5.26b) is equivalent to criterion (5.20a), both criteria (5.20) hold.
Therefore Lemma 5.3 implies that

BDA(α, ω, ζ) +BDA(α, ω, ζ)
∗ −A > 0 ,

where BDA(α, ω, ζ) is given by (5.4c). This theorem thens follow directly from Theorem 4.5. �

The inequality conditions (5.26) make this convergence characterization less satisfying than
those given earlier. A slightly more satisfying convergence characterization can be obtained by
restricting our attention to DSOR methods, which allows us to use Corollary 5.1.
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Theorem 5.6. Let A be invertible and A∗ = A with respect to a scalar product ( · | · ) over CN .
Let A = D − E − E∗ where D∗ = D > 0 and D − ωE is invertible for every ω ∈ C. Let ω,
ζ ∈ C with ω + ζ − ωζ 6= 0 that satisfy

(5.27) |1− ω| ≤ 1 , |1− ζ | ≤ 1 .

Let MD(ω, ζ) be given by (5.6). Then

ρSp
(

MD(ω, ζ)
)

< 1 ⇐⇒ |1− ω||1− ζ | < 1 and A > 0 .

Moreover, when ρSp
(

MD(ω, ζ)
)

< 1 the A-norm of the error decreases.

Proof. Direction (⇐=) follows by applying Theorem 5.5 with β = 1.

Direction ( =⇒ ) follows by first applying Corollary 5.1 to see that |1−ω||1−ζ | < 1. Because
MD(ω, ζ) = MDA(α, ω, ζ) with α = ω + ζ − ωζ , and because |1 − α| = |1 − ω||1 − ζ | < 1, we
see that conditions (5.26) of Theorem 5.5 hold with β = 1. Hence, Theorem 5.5 implies that
A > 0. Therefore |1− ω||1− ζ | < 1 and A > 0. �

The inequality conditions (5.27) of Theorem 5.6 can be dropped completely by restricting to
certain subfamilies of the DSOR family.

Theorem 5.7. Let A be invertible and A∗ = A with respect to a scalar product ( · | · ) over CN .
Let A = D − E − E∗ where D∗ = D > 0 and D − ωE is invertible for every ω ∈ C. Let ω,
ζ ∈ C with ω + ζ − ωζ 6= 0 that satisfy

(5.28) |1− ω| = |1− ζ | .
Let MD(ω, ζ) be given by (5.6). Then

ρSp
(

MD(ω, ζ)
)

< 1 ⇐⇒ |1− ω| < 1 and A > 0 .

Moreover, when ρSp
(

MD(ω, ζ)
)

< 1 the A-norm of the error decreases.

Remark. Subfamilies for which (5.28) holds include ζ = ω, ζ = ω̄, ζ = 2− ω, and ζ = 2− ω̄.
The case ζ = ω̄ was covered by Theorem 5.4, so this theorem extends that result.

Proof. Exercise. �
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6. Optimization of Over Relaxation Methods

In this section we explore how to select the parameters in certain families of over relaxation
methods in order to optimize the rate of convergence.

6.1. Consistently Ordered Matrices. A setting in which we can relate the convergence rates
for many AOR methods to that for the Jacobi method is the following.

Definition. We say that A is consistently ordered for the decomposition A = D − E − F if

(6.1) det(zD − E − F ) = det

(

zD − βE − 1

β
F

)

for every nonzero β ∈ C .

Example. If A has the block-tridiagonal partitioned form

A =



















A11 A12 0 · · · 0

A21 A22 A23
. . .

...

0 A32 A33
. . . 0

...
. . .

. . .
. . . A(n−1)n

0 · · · 0 An(n−1) Ann



















,

then it is consistently ordered for the decomposition where D is given by (5.2a) and E and F
are given by either (5.2b) or (5.2c).

Exercise. Prove the assertions made in the above example. Hint: Consider the families of
similar matrices V −1

β (zD − E − F )Vβ and Vβ(zD − E − F )V −1
β where

Vβ =

















I 0 0 · · · 0

0 βI 0
. . .

...

0 0 β2I
. . . 0

...
. . .

. . .
. . . 0

0 · · · 0 0 βn−1I

















.

We begin with a couple of results regarding the Jacobi method.

Lemma 6.1. Let A ∈ CN×N be consistently ordered for the decomposition A = D − E − F .
Let cJ(z) be the characteristic polynomial of MJ = D−1(E + F ). Then cJ(−z) = (−1)NcJ(z).
In particular, Sp(MJ) is symmetric about the origin (ν ∈ Sp(MJ) ⇐⇒ −ν ∈ Sp(MJ)).

Proof. By setting β = −1 in (6.1) we see that det(zD−E −F ) = det(zD +E +F ), whereby

det(zI −MJ) = det
(

zI −D−1(E + F )
)

=
det(zD −E − F )

det(D)

=
det(zD + E + F )

det(D)
= det

(

zI +D−1(E + F )
)

= det(zI +MJ ) .

Because cj(z) = det(zI −MJ) it then follows that

cJ(−z) = det(−zI −MJ) = (−1)N det(zI +MJ) = (−1)N det(zI −MJ ) = (−1)NcJ(z) .
The fact that Sp(MJ) is symmetric about the origin follows immediately. �
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Upon combining this lemma with Theorem 4.1 we obtain the following characterization of
when the Jacobi method converges for self-adjoint matrices A that are consistently ordered for
some decomposition.

Theorem 6.1. Let A be invertible and self-adjoint with respect to a scalar product over CN . If
A is consistently ordered for the decomposition A = D − E − E∗ with D∗ = D > 0 then

ρSp(MJ) < 1 ⇐⇒ A > 0 .

Moreover, when A > 0 the value of ρSp(MJ ) is optimal within the AJ family, namely,

ρSp(MJ ) =
λmax − λmin

λmax + λmin
=

condD

(

D−1A
)

− 1

condD

(

D−1A
)

+ 1
.

where λmin = min{λ : λ ∈ Sp(D−1A)} and λmax = max{λ : λ ∈ Sp(D−1A)}.

Proof. Observe that D−1A is self-adjoint with respect to the D-scalar product, and that
A > 0 is equivalent to D−1A > 0 with respect to the D-scalar product. Hence, if A > 0 then
I −MJ = D−1A > 0 with respect to the D-scalar product. The previous lemma then implies
that I+MJ > 0 with respect to the D-scalar product. But this is equivalent to D+E+E∗ > 0.
So by Theorem 4.1 it follows that ρSp(MJ) < 1. Finally, the previous lemma shows that Sp(MJ )
is symmetric about the origin, so because MJ = I − D−1A, we see that 1 − λmin = λmax − 1,
whereby λmin + λmax = 2. �

6.2. Young-Varga Spectral Mapping Theorem. The main result of this section is the
following relation between Sp

(

MA(α, ω)
)

and Sp(MJ ).

Theorem 6.2. Let A ∈ CN×N be consistently ordered for the decomposition A = D − E − F .
Let α ∈ C such that α 6= 0. Then

Sp
(

MA(α, 1)
)

=
{

1− α + αν2 : ν ∈ Sp(MJ)
}

∪ {1− α} ,(6.2a)

Sp
(

MA(α, ω)
)

=
{

1− α + αχω(ν) : ν ∈ Sp(MJ)
}

for ω ∈ C, ω 6= 1 ,(6.2b)

where χω(ν) is defined by

(6.3) χω(ν) =
1
2
ων2 + ν

√

1− ω + 1
4
ω2ν2 .

Remark. It does not matter which square root is taken in definition (6.3) of χω(ν) because
Sp(MJ ) has even symmetry, so that χω(−ν) will pick up the other one.

Proof. Recall that MA(α, ω) = BA(α, ω)
−1CA(α, ω), where

BA(α, ω) =
1

α
(D − ωE) , CA(α, ω) =

1

α

(

(1− α)D + (α− ω)E + αF
)

.

Therefore µ ∈ Sp
(

MA(α, ω)
)

if and only if

(6.4) 0 = det
(

µBA(α, ω)− CA(α, ω)
)

= det

(

µ+ α− 1

α
D − ωµ+ α− ω

α
E − F

)

.

We will prove (6.2b) for the case ω 6= 1 and leave the proof of (6.2a) as an exercise.

We first show that for ω 6= 1 we have the inclusion

(6.5) Sp
(

MA(α, ω)
)

⊂
{

1− α + αχω(ν) : ν ∈ Sp(MJ)
}

.
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Let µ ∈ Sp
(

MA(α, ω)
)

. We know that ωµ+ α− ω 6= 0 because otherwise (6.4) would imply

0 = det
(

µBA(α, ω)− CA(α, ω)
)

= det

(

µ+ α− 1

α
D − F

)

=
(µ+ α− 1)N

αN
det(D) ,

which implies µ+ α− 1 = 0. But setting µ = 1− α into ωµ+ α− ω = 0 yields (1− ω)α = 0,
which contradicts the assumptions ω 6= 1 and α 6= 0. Because ωµ+ α− ω 6= 0 we define β by

(6.6) β =

√

ωµ+ α− ω
α

.

It will not matter which square root is taken. Because β 6= 0 while A is consistently ordered
for the decomposition A = D −E − F , it follows from (6.4) that

0 = det
(

µBA(α, ω)− CA(α, ω)
)

= det

(

µ+ α− 1

α
D − β2E − F

)

= βN det

(

µ+ α− 1

αβ
D − βE − 1

β
F

)

= βN det

(

µ+ α− 1

αβ
D −E − F

)

.

But because β 6= 0 this implies that

(6.7)
µ+ α− 1

αβ
= ν for some ν ∈ Sp(MJ) .

By squaring both sides, clearing the denominators, and using (6.6) we see that

(µ+ α− 1)2 = ν2α(ωµ+ α− ω) .
The quadratic formula and (6.7) then yield µ = 1− α+ αχω(ν) where χω(ν) is given by (6.3).
We have thereby established inclusion (6.5).

Next, we show that for ω 6= 1 we also have the inclusion

(6.8)
{

1− α + αχω(ν) : ν ∈ Sp(MJ)
}

⊂ Sp
(

MA(α, ω)
)

.

Let ν ∈ Sp(MJ). Set µ = 1− α+ αχω(ν) and where χω(ν) is given by (6.3). We then see that

(6.9) det

(

µ+ α− 1

α
D − ωµ+ α− ω

α
E − F

)

= det
(

χω(ν)D −
(

1− ω + ωχω(ν)
)

E − F
)

.

Set β = 1
2
ων +

√

1− ω + 1
4
ω2ν2, so that χω(ν) = νβ and β2 = 1− ω + ωχω(ν). Because

(

1− ω + ωχω(ν)
)(

1− ω + ωχω(−ν)
)

= (1− ω)2 6= 0 ,

it follows that β2 = 1− ω+ ωχω(ν) 6= 0. Because β 6= 0 while A is consistently ordered for the
decomposition A = D −E − F , it follows from (6.9) and the fact ν ∈ Sp(MJ ) that

0 = βN det(νD − E − F ) = βN det

(

νD − βE − 1

β
F

)

= det
(

νβD − β2E − F
)

= det

(

µ+ α− 1

α
D − ωµ+ α− ω

α
E − F

)

.

Therefore µ ∈ Sp
(

MA(α, ω)
)

by (6.4). This establishes inclusion (6.8).

Inclusions (6.5) and (6.8) establish (6.2b), thereby proving Theorem 6.2 when ω 6= 1. �

Exercise. Establish (6.2a), thereby proving Theorem 6.2 for the case ω = 1.

Because the multiplier matrix for the Gauss-Seidel method is given by MGS = MA(1, 1), by
setting α = 1 in (6.2a), Theorem 6.2 yields the following corollary.
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Corollary 6.1. Let A ∈ CN×N be consistently ordered for the decomposition A = D −E − F .
Then

(6.10) ρSp(MGS) =
(

ρSp(MJ)
)2
.

In particular, the Gauss-Seidel method converges if and only if the Jacobi method converges.

Remark. This means that for consistently ordered matrices the Gauss-Seidel method typically
requires about half as many iterations as the Jacobi method to achieve the same size error.

Exercise. Prove Corollary 6.1.

6.3. Optimizing AOR Methods. We now restrict ourselves to the case where Sp(MJ) ⊂ R.
This will be the case whenever A and D are positive definite with respect to a scalar product
over CN , but we will not make this further restriction here.

Because the multiplier matrix for the Accelerated Gauss-Seidel (AGS) method is given by
MAGS(α) =MA(α, 1), by applying Theorem 6.2 to the case ω = 1 we can establish the following.

Theorem 6.3. Let A ∈ CN×N be consistently ordered for the decomposition A = D − E − F .
Let Sp(MJ ) be real with ρJ = ρSp(MJ) < 1. Then

(6.11) ρSp
(

MAGS(α)
)

=

{

1− α + αρ 2
J for α ∈ (0, αopt] ,

α− 1 for α ∈ [αopt, 2) ,

where αopt ∈ [1, 2) is given by

(6.12) αopt =
2

2− ρ 2
J

.

Moreover, αopt is optimal in the sense that

ρSp
(

MAGS(αopt)
)

= αopt − 1 =
ρ 2
J

2− ρ 2
J

≤ ρSp
(

MAGS(α)
)

for every α ∈ (0, 2) .

Exercise. Prove Theorem 6.3.

Similarly, because the multiplier matrix for the SOR method is given by M(ω) =MA(ω, ω),
by applying Theorem 6.2 to the case α = ω we can establish the following.

Theorem 6.4. Let A ∈ CN×N be consistently ordered for the decomposition A = D − E − F .
Let Sp(MJ ) be real with ρJ = ρSp(MJ) < 1. Then

(6.13) ρSp
(

M(ω)
)

=

{

1− ω + ωχω(ρJ) for ω ∈ (0, ωopt] ,

ω − 1 for ω ∈ [ωopt, 2) ,

where χω(ν) is given by (6.3) with the positive square root while ωopt ∈ (1, 2) is given by

(6.14) ωopt =
2

1 +
√

1− ρ 2
J

.

Moreover, ωopt is optimal in the sense that

ρSp
(

M(ωopt)
)

= ωopt − 1 =

(

ρJ

1 +
√

1− ρ 2
J

)2

≤ ρSp
(

M(ω)
)

for every ω ∈ (0, 2) .
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7. Descent Methods

7.1. Introduction. Now we begin our study of nonlinear iterative methods. This section
presents steepest descent methods, which apply to real systems with a positive definite matrix.
These methods are not used widely, but motivate our development of more modern methods.

Let A ∈ RN×N be positive definite with respect to a real scalar product ( · | · ) over RN . Let
b ∈ RN and consider the linear system

(7.1) Ax = b .

Our starting point is the following characterization of the solution x of this system.

Lemma 7.1. Let f(y) = 1
2
(y |Ay)−(y | b) for every y ∈ R

N . Then x ∈ R
N solves linear system

(7.1) if and only if it solves the minimization problem

(7.2) f(x) = min
{

f(y) : y ∈ R
N
}

.

Proof. First, suppose x solves linear system (7.1). Let y ∈ RN be arbitrary and set z = y− x.
A direct calculation shows that

(7.3)

f(y) = f(x+ z) = 1
2

(

(x+ z) |A(x+ z)
)

−
(

(x+ z) | b
)

= 1
2
(x |Ax) + (z |Ax) + 1

2
(z |Az)− (x | b)− (z | b)

= f(x) + (z |Ax− b) + 1
2
(z |Az) .

Because Ax = b and because (z |Az) ≥ 0, we see that

f(y) = f(x) + 1
2
(z |Az) ≥ f(x) .

But y ∈ RN was arbitrary, so x solves the minimization problem (7.2).

Next, suppose that x solves the minimization problem (7.2). Let z ∈ RN be arbitrary. For
every t ∈ R we see from the calculation (7.3) that

f(x+ tz) = f(x) + t(z |Ax− b) + t2 1
2
(z |Az) .

This is a quadratic function of t that takes its minimum at t = 0. Therefore the derivative of
this quadratic function must vanish at t = 0. This means that

0 =
d

dt
f(x+ tz)

∣

∣

∣

t=0
= (z |Ax− b) .

But z ∈ RN was arbitrary, so because “nothing is perpendicular to everything”, we conclude
that Ax− b = 0, whereby x solves linear system (7.1). �

Remark. The quadratic function f that appears in this characterization can be understood as
follows. Let y ∈ RN and let e = y − x denote the error associated with y. Then by calculation
(7.3) and the fact x solves (7.1), we see that

f(y) = f(x+ e) = f(x) + 1
2
(e |Ae) = f(x) + 1

2
‖y − x‖ 2A .

Hence, minimizing f is equivalent to minimizing the A-norm of the error y − x.
We can use the characterization in Lemma 7.1 to motivate the development of iterative

methods for solving linear system (7.1). Recall that iterative methods have the general form

x(n+1) = x(n) − ẽ(n) ,
where ẽ(n) is an approximation to e(n) = x(n)−x, the error of the nth iterate x(n). The idea is this.
Suppose that ẽ(n) has the form ẽ(n) = −α p(n) for some α ∈ R and a given nonzero vector p(n).
We can then find a “best” choice for α by using the minimization problem (7.2). Specifically, we
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pick α to minimize f(x(n+1)) = f(x(n) +α p(n)), which has the effect of minimizing the A-norm
of the error. We see from calculation (7.3) that

f
(

x(n+1)
)

= f
(

x(n) + α p(n)
)

= f
(

x(n)
)

+ α
(

p(n) |Ax(n) − b
)

+ α2 1
2

(

p(n) |Ap(n)
)

.

The right-hand side above is a quadratic function of α that attains its minimum where its
derivative vanishes — namely, where

(

p(n) |Ax(n) − b
)

+ α
(

p(n) |Ap(n)
)

.

Upon solving this for α we find that

α =

(

p(n) | r(n)
)

(

p(n) |Ap(n)
) ,

where r(n) = b− Ax(n) is the residual of the nth iterate. For this choice of α we find that

f
(

x(n+1)
)

= f
(

x(n)
)

− 1
2

(

p(n) | r(n)
)2

(

p(n) |Ap(n)
) ,

or equivalently that

(7.4)
∥

∥e(n+1)
∥

∥

2

A
=
∥

∥e(n)
∥

∥

2

A
−
(

p(n) | r(n)
)2

(

p(n) |Ap(n)
) .

This is the largest reduction of the A-norm of the error that can be obtained for a given p(n).

The class of descent methods for positive definite linear system (7.1) have the following
gerneral form. Given x(n) and a rule for selecting a nonzero search direction p(n), we set

x(n+1) = x(n) + αnp
(n) , with αn =

(

p(n) | r(n)
)

(

p(n) |Ap(n)
) ,

where r(n) = b − Ax(n) is the residual of the nth iterate. All that needs to be done to specify
such a method is to prescribe a rule that selects a nonzero search direction p(n).

7.2. Steepest Descent Methods. The idea behind a steepest descent method is to pick the
search direction p(n) to be negative of a gradient of f(y) evaluated at x(n). The question is,
which gradient? Recall that gradients are defined with respect to scalar products. In other
words, each scalar product over RN will give rise to a different gradient of f(y). To explore
all the possibilities, we use the fact that every scalar product over RN can be expressed as the
B-scalar product for some B that is positive definite with respect to the scalar product ( · | · ).

Let B be positive definite with respect to the scalar product ( · | · ) over RN . Then given
any function f that is differentiable over RN , its gradient at each y ∈ RN with respect to the
B-scalar product is defined to be the unique ∇yf(y) ∈ RN that satisfies

(7.5)
d

dt
f(y + tz)

∣

∣

∣

t=0
=
(

∇yf(y) | z
)

B
for every z ∈ R

N .

Upon applying this definition to f(y) = 1
2
(y |Ay)− (y | b), we find that

(7.6) ∇yf(y) = B−1(Ay − b) .
Therefore the search direction p(n) associated with using the B-scalar product is

(7.7) p(n) = −∇yf(y)
∣

∣

y=x(n) = B−1
(

b− Ax(n)
)

= B−1r(n) ,

where r(n) = b− Ax(n) is the residual of the nth iterate.
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Exercise. Derive formula (7.6) from definition (7.5).

The question left to us now is, which B should we use? At first you might think the we should
use B = I, which corresponds to using the gradient of f defined with respect to the original
scalar product ( · | · ). In that case (7.7) becomes simply p(n) = r(n). However, we know from our
study of stationary linear methods that there is little reason to hope for the error e(n) to align
with the residual r(n). In one sense the “ideal” choice would be B = A which corresponds to
using the gradient of f defined with respect to the A-scalar product. In that case (7.7) becomes
simply p(n) = −e(n), which would give us the exact solution x in one iteration. However, this
choice requires us to solve the system Ap(n) = r(n) to find p(n), which is no easier than solving
Ax = b to find x. Therefore this “ideal” choice is impractical. However it does suggest that we
should choose a B that is a reasonable approximation to A such that the system Bp(n) = r(n)

can be solved quickly. In other words, we should let B = Q−1 where the preconditioner Q is a
positive definite approximation to A−1 such that p(n) = Qr(n) can be computed quickly.

Let A and Q be positive definite with respect to a scalar product ( · | · ) over RN . Let b ∈ R
N .

The following algorithm implements the steepest descent method to solve Ax = b.

(7.8)

1. choose x(0) ∈ R
N , initialize r(0) = b− Ax(0), and set n = 0 ;

2. p(n) = Qr(n) , q(n) = Ap(n) , αn =

(

p(n) | r(n)
)

(

p(n) | q(n)
) ;

3. x(n+1) = x(n) + αnp
(n) , r(n+1) = r(n) − αnq

(n) ;

4. if the stopping criteria are not met then set n = n + 1 and go to step 2 .

This method is clearly stationary, first-order, and nonlinear. In practice, you keep only the
most recent values of x(n), r(n), p(n), q(n), and αn, overwriting the old values as you go.

7.3. Error Bounds. It seems obvious that steepest descent methods should always converge.
After all, each step reduces the A-norm of the error. However, because they are nonlinear,
obtaining sharp bounds on the error requires more work than simply bounding the spectral
radius of a multiplier matrix as we did for linear methods. Indeed, because these methods are
nonlinear, there is no multiplier matrix.

Our main convergence result for the steepest descent method is the following.

Theorem 7.1. Let A and Q be positive definite with respect to a scalar product ( · | · ) over RN .
Then for every b ∈ RN and x(0) ∈ RN the sequence of iterates x(n) generated by the steepest
descent method (7.8) converges to the solution x of the linear system Ax = b. Moreover, the
A-norm of the error of the nth iterate e(n) = x(n) − x decreases with n and satisfies the bound

(7.9)
∥

∥e(n)
∥

∥

A
≤
(

κ− 1

κ+ 1

)n
∥

∥e(0)
∥

∥

A
, where κ = condA(QA) .

Proof. Our proof uses the Kantorovich inequality, which asserts that any matrix K that is
positive definite with respect to a scalar product 〈 · | · 〉 over RN satisfies the bounds

(7.10) 1 ≤ 〈K
−1y | y〉〈y |Ky〉
〈y | y〉2 ≤ (κ + 1)2

4κ
for every y 6= 0 ,

where κ is the condition number of K. A proof of this inequality is given later.
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Because p(n) = Qr(n) and r(n) = −Ae(n), we see from (7.4) that

(7.11)

∥

∥e(n+1)
∥

∥

2

A
∥

∥e(n)
∥

∥

2

A

= 1−
(

p(n) | r(n)
)2

(

e(n) |Ae(n)
)(

p(n) |Ap(n)
) = 1−

(

r(n) |Qr(n)
)2

(

A−1r(n) | r(n)
)(

r(n) |QAQr(n)
) .

Because r(n) 6= 0 we can apply the Kantorovich inequality (7.10) to K = AQ and the Q-scalar
product to obtain the bound

(

A−1r(n) | r(n)
)(

r(n) |QAQr(n)
)

(

r(n) |Qr(n)
)2 =

(

(AQ)−1r(n) | r(n)
)

Q

(

r(n) |AQr(n)
)

Q
(

r(n) | r(n)
) 2

Q

≤ (κ+ 1)2

4κ
,

where κ = condQ(AQ) = condA(QA). Upon using this bound in (7.11), we see that
∥

∥e(n+1)
∥

∥

2

A
∥

∥e(n)
∥

∥

2

A

≤ 1− 4κ

(κ+ 1)2
=

(κ+ 1)2 − 4κ

(κ+ 1)2
=

(κ− 1)2

(κ+ 1)2
.

Hence, taking square roots yields
∥

∥e(n+1)
∥

∥

A
≤ κ− 1

κ+ 1

∥

∥e(n)
∥

∥

A
.

We then obtain the convergence bound (7.9) by induction. �

Remark. The bound on the rate of convergence given by (7.9) is sharp. Let λmin and λmax be
the smallest and largest eigenvalues of QA. Let vmin and vmax be unit eigenvectors associated
with λmin and λmax respectively. Let x(0) be chosen so that e(0) = x(0) − x = vmin + vmax. Then
we claim that

e(n) =

(

κ− 1

κ+ 1

)n
(

vmin + (−1)nvmax

)

.

Exercise. Prove the assertion made in the above remark.

Remark. The bound on the rate of convergence given by (7.9) is the same as the best we can
hope for from the stationary, first-order, linear method with an optimally chosen acceleration.
The advantage of the steepest descent method is that we do not have to estimate λmin and λmax

to obtain this optimal bound on the rate of convergence.

7.4. Preconditioners. We begin with an elementary calculus lemma that will help us compare
the error bounds associated with different preconditioners.

Lemma 7.2. c 7→ g(c) =

(

c− 1

c+ 1

)c

is increasing over [1,∞) with g(1) = 0 and lim
c→∞

g(c) = e−2.

Proof. Exercise.

Lemma 7.2 immediately yields the following.

Corollary 7.1. Let A be positive definite with respect to a real scalar product ( · | · ) over RN .
Let Q1 and Q2 be positive definite with κ1 = condA(Q1A) and κ2 = condA(Q2A). Then

(7.12) κ1 < κ2 =⇒ κ1 − 1

κ1 + 1
<

(

κ2 − 1

κ2 + 1

)

κ2
κ1

.

Proof. Exercise.

Remark. Corollary 7.1 shows that if κ1 < κ2 then one step of the steepest descent method
using Q1 as a preconditioner has a better error bound than κ2

κ1
steps using Q2 as a preconditioner.
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8. Subspace-Based Minimum Error Methods

8.1. Subspace-Based Optimal Approximation Methods. Minimum error methods are
members of the more general class of optimal approximation methods. The most widely used
modern iterative methods all belong to this class. The idea of such methods is to pick the nth

iterate x(n) to be optimal in some sense over a finite dimensional subspace Xn of CN . Minimum
error methods pick x(n) to minimize some norm of the error e(n) = x(n) − x over Xn. There
are other notions of optimal approximation. For example, we can insist that the error e(n) be
orthogonal to Xn in some scalar product. Roughly speaking, each such method is specified by
its choice of subspaces Xn and the notion of optimal approximation it adopts. This section will
develop minimum error methods, but begins with a discussion of the choice of subspaces Xn

that applies to all optimal approximation methods.
Given any invertible matrix A ∈ CN×N and vector b ∈ CN , let us consider using an iterative

method to solve the linear system

(8.1) Ax = b .

Any such method chooses an initial guess x(0) and then generates subsequent iterates by

(8.2) x(n+1) = x(n) + αn p
(n) ,

where αn ∈ C and p(n) ∈ C
N depend on A, b, and x(0) as specified by some algorithm. We

assume that this algorithm has the property that

(8.3) x(n) 6= x =⇒ αn 6= 0 and p(n) 6= 0 .

If we never obtain x(n) = x then these sequences are defined for every n ∈ N. If we obtain
x(nx) = x for some nx ∈ N then the algorithm stops. In that case we set x(n) = x, αn = 0, and
p(n) = 0 for every n ≥ nx, thereby extending these sequences to every n ∈ N.

We associate a sequence of subspaces with this algorithm as follows. By induction on (8.2)
we see that

x(n) = x(0) + α0 p
(0) + α1 p

(1) + · · ·+ αn−1 p
(n−1) .

This implies that

x(n) ∈ x(0) +Xn ≡
{

x(0) + z : z ∈ Xn

}

,

where Xn is the linear subspace defined by

(8.4) Xn = span
{

p(0), p(1), · · · , p(n−1)
}

.

This subspace is clearly independent of the values of α0, · · · , αn−1. This sequence of subspaces
clearly satisfies

(8.5) X1 ⊂ X2 ⊂ · · · ⊂ Xn ⊂ Xn+1 ⊂ · · · ⊂ X ⊂ C
N ,

where the subspace X is defined by

(8.6) X =
⋃

n

Xn .

It is easy to prove that dim(X) = max{dim(Xn)} ≤ N . Let n̄ = min{n : dim(Xn) = dim(X)}.
It is clear that Xn = X for every n ≥ n̄.

An optimal approximation method associated with a given sequence of subspaces Xn picks
x(n) ∈ x(0) + Xn so that it is the unique vector that is somehow optimal over all vectors
y ∈ x(0) +Xn. For example, minimum error methods pick x(n) to minimize some norm of the
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error over all vectors y ∈ x(0) + Xn. In order for an optimal error stategy to work, we must
require that the algorithm for generating p(n) have the property that

(8.7) x(n) 6= x =⇒ p(n) 6∈ Xn = span
{

p(0), p(1), · · · , p(n−1)
}

.

In other words, we must require that p(n) generated by the algorithm whenever x(n) 6= x must
be linearly independent of p(0), p(1), · · · , and p(n−1). If this were not the case then we would
have Xn+1 = Xn, whereby x(n+1) = x(n) because it satisfies the same optimality criterion,
which in turn implies that the method will have converged to the wrong answer. The linear
independence condition (8.7) is equivalent to

(8.8) dim(Xn) = n for every n ≤ n̄ , and x ∈ x(0) +X .

It clearly implies that n̄ ≤ N and that Xn = X for every n ≥ n̄. It does not imply that n̄ = N .
Indeed, sometimes X will be strict subspace of CN .

Every optimal approximation method that satisfies the linear independence condition (8.7)
will yield the exact solution x in n̄ iterations assuming exact arithmetic. In other words, optimal
approximation methods can be viewed as direct methods. But when n̄ is large this would take
far too long to be practical. Moreover, round-off errors will build up long before n gets close
to n̄, so they could not be used as direct methods for large systems even with an infinitely
fast computer. Rather, we will view them as methods that construct approximations to the
exact solution. The expectation is that if the optimality criterion has been chosen well then
an optimal approximation method will outperform other iterative methods associated with the
same sequence of subspaces.

8.2. Minimizing a Norm of the Error. Let us assume that we have generated a sequence
of subspaces Xn that satisfies the linear independence condition (8.7). In this section we will
show how to pick x(n) ∈ x(0) + Xn by minimizing some norm of the error. Let ( · | · ) be a
scalar product over C

N . Let the matrix G ∈ C
N×N be positive definite with respect to this

scalar product, and let ( · | · )G and ‖ · ‖G denote the associated G-scalar product and G-norm
respectively. We will minimize the size of the error as measured by the G-norm. Because
every scalar product over CN can be expressed as a G-scalar product for some matrix G that is
positive definite with respect to the scalar product ( · | · ), this is a way to consider an arbitrary
member of the family of norms that arise from scaler products.

The idea now is to pick x(n) ∈ x(0) + Xn such that the associated error e(n) = x(n) − x has
smallest G-norm over all y ∈ x(0) +Xn. More specifically, we pick x(n) such that

∥

∥x(n) − x
∥

∥

G
= min

{

‖y − x‖G : y ∈ x(0) +Xn

}

,

or equivalently, such that

(8.9)
∥

∥x(n) − x
∥

∥

G
= min

{

‖z‖G : z ∈ e(0) +Xn

}

.

This criterion uniquely determines x(n) as follows. Let Pn be the unique projection onto Xn that
is orthogonal with respect to theG-scalar product. This means that P 2

n = Pn, Range(Pn) = Xn,
and AdjG(P ) = P . The Orthogonal Projection Theorem implies that the solution of (8.9) is
given by

x(n) − x = e(n) = (I − Pn)e
(0) ,

which, because e(0) = x(0) − x, means that

(8.10) x(n) = x(0) − Pne
(0) .

Obviously, this x(n) depends only on the initial iterate x(0), the subspace Xn, and the G-norm.
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The main result of this section is the following characterization of the iterate x(n) obtained
by any such minimum error method.

Theorem 8.1. Minimum Error Characterization Theorem. For every x̃ ∈ x(0) +Xn the
following are equivalent:

(i) x̃ = x(n) where x(n) is determined by (8.9) ;

(ii) (x− x̃) ⊥ Xn with respect to the G-scalar product ;

(iii) fG(x̃) ≤ fG(y) for every y ∈ x(0) +Xn , where

fG(y) = (y | y)G − (y | x)G − (x | y)G .(8.11)

Proof. We will show that (i) =⇒ (ii) =⇒ (iii) =⇒ (i).
First, suppose that (i) holds. Because x̃ = x(n) we know that x̃ ∈ x(0) +Xn and that

‖x̃− x‖ 2G ≤ ‖y − x‖ 2G for every y ∈ x(0) +Xn .

Let z ∈ Xn be arbitrary. For every t ∈ C we have y = x̃+ tz ∈ x(0) +Xn, so by the above

‖x̃− x‖ 2G ≤ ‖y − x‖ 2G = ‖x̃− x+ tz‖ 2G
= ‖x̃− x‖ 2G + t̄(z | x̃− x)G + t(x̃− x | z)G + |t|2‖z‖ 2G .

This will be the case for every t ∈ C if and only if

0 = (z | x̃− x)G .
Because z was arbitrary, we conclude that (ii) holds. We have thereby shown that (i) =⇒ (ii).

Next, suppose that (ii) holds. Let y ∈ x(0) + Xn be arbitrary and set z = y − x̃. Because
x̃ = x(n) ∈ x(0) +Xn, it follows that

z ∈ Xn = span
{

p(0), p(1), · · · , p(n−1)
}

.

Because (x − x̃) ⊥ Xn, it follows that (z | x − x̃)G = 0. A direct calculation using (8.11) then
shows that

fG(y) = fG(x̃+ z) = (x̃+ z | x̃+ z)G − (x̃+ z | x)G − (x | x̃+ z)G

= (x̃ | x̃)G + (z | x̃)G + (x̃ | z)G + (z | z)G − (x̃ | x)G − (x | x̃)G − (z | x)G − (x | z)G
= fG(x̃)− (z | x− x̃)G − (x− x̃ | z)G + (z | z)G
= fG(x̃) + (z | z)G
≥ fG(x̃) .

Because y ∈ x(0) +Xn was arbitrary, (iii) follows. We have thereby shown that (ii) =⇒ (iii).
Finally, suppose that (iii) holds. Observe from (8.11) that

fG(y)− fG(x) = ‖y − x‖ 2G .
Then by (iii) we see that for every y ∈ x(0) +Xn we have

‖x̃− x
∥

∥

2

A
= fG(x̃)− fG(x) ≤ fG(y)− fG(x) = ‖y − x‖ 2A .

But this implies x̃ = x(n). We have thereby shown that (iii) =⇒ (i), finishing the proof. �
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8.3. Minimization via an Orthogonal Basis. Formula (8.10) does not provide a practical
algorithm for computing x(n). However, the main point of the previous section was that x(n)

only depends on the initial guess x(0), the subspace Xn, and the G-norm. In particular, it does
not depend on the choice of vectors

{

p(0), p(1), · · · , p(n̄−1)
}

such that

(8.12) Xn = span
{

p(0), p(1), · · · , p(n−1)
}

for every n ≤ n̄ .

In this section we show that computing x(n) becomes easier when these vectors are mutually
orthogonal with respect to the G-scalar product:

(8.13)
(

p(m) | p(n)
)

G
= 0 for every m < n < n̄ .

Therefore the set of vectors
{

p(0), p(1), · · · , p(n−1)
}

is an orthogonal basis of Xn for every n ≤ n̄.

Because x ∈ x(0) +X we know that

−e(0) = x− x(0) ∈ X .

Because
{

p(0), p(1), · · · , p(n̄−1)
}

is an orthogonal basis of X , we may expand −e(0) as

(8.14) −e(0) =
n̄−1
∑

m=0

αmp
(m) , where αm = −

(

p(m) | e(0)
)

G
(

p(m) | p(m)
)

G

.

Because
{

p(0), p(1), · · · , p(n−1)
}

is an orthogonal basis for Xn, we see that the projection of −e(0)
onto Xn has the expansion

−Pne
(0) =

n−1
∑

m=0

αmp
(m) for every n ≤ n̄ ,

where αm is given by (8.14). It then follows from (8.10) that the nth iterate is given by the
recipe

(8.15) x(n) = x(0) +
n−1
∑

m=0

αmp
(m) .

Recipe (8.15) can be turned into a framework for algorithms by observing that the iterates
may be generated recursively by

(8.16) x(n+1) = x(n) + αnp
(n) , where αn = −

(

e(n) | p(n)
)

G
(

p(n) | p(n)
)

G

.

Here we have used the fact that
(

p(n) | e(0)
)

G
=
(

p(n) | e(n)
)

G
.

This fact follows because formula (8.15) implies that e(n) − e(0) ∈ Xn, while the orthogonality
relations (8.13) and the spanning relations (8.12) imply that p(n) ⊥ Xn with respect to the
G-scalar product.

Remark. We can see how the error decreases at each iteration as follows. By first subtracting
x from both sides of (8.15) and then using the expansion of e(0) given by (8.14), we obtain

e(n) = e(0) +
n−1
∑

m=0

αmp
(m) = −

n̄−1
∑

m=n

αmp
(m) .
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Hence, by the orthogonality of the p(m) it follows that

(8.17)
∥

∥e(n)
∥

∥

2

G
=

n̄−1
∑

m=n

|αm|2
∥

∥p(m)
∥

∥

2

G
.

We thereby see that

(8.18)
∥

∥e(n+1)
∥

∥

2

G
=
∥

∥e(n)
∥

∥

2

G
− |αn|2

∥

∥p(n)
∥

∥

2

G
.

Thus, each successive iteration will remove the first term from the sum in (8.17).

Remark. The recursive formulas (8.16) are the same formulas we obtain if we optimize fG(y)
one dimension at a time. Indeed, given x(n) and p(n) one can ask what value of α ∈ C will
minimize fG(y) over the line y = x(n) + α p(n). A direct calculation shows that

fG(y) = fG
(

x(n) + α p(n)
)

=
(

x(n) | x(n)
)

G
+ ᾱ

(

p(n) | x(n)
)

G
+ α

(

x(n) | p(n)
)

G
+ |α|2

(

p(n) | p(n)
)

G

−
(

x(n) | x
)

G
−
(

x | x(n)
)

G
− ᾱ

(

p(n) | x
)

G
− α

(

x | p(n)
)

G

= fG
(

x(n)
)

+ ᾱ
(

p(n) | e(n)
)

G
+ α

(

e(n) | p(n)
)

G
+ |α|2

(

p(n) | p(n)
)

G
,

where e(n) = x(n) − x is the error of the nth iterate. The right-hand side above is a quadratic
function of α that attains its minimum where its derivative vanishes — namely, where

(

p(n) | e(n)
)

G
+ α

(

p(n) | p(n)
)

G
= 0 .

Upon solving this for α we find that α = αn where αn is given by (8.16). Therefore, the
minimum of fG(y) over the line y = x(n) +α p(n) is obtained at y = x(n+1) where x(n+1) is given
by (8.16). This also means that the largest reduction of the G-norm of the error that can be
obtained along the line y = x(n) + α p(n) is given by (8.18).

8.4. Selecting a G-Scalar Product. A minimum error iterative method is specified by:

(1) the choice of a G-scalar product such that we can compute the quantity (e(n) | p(n))G
that appears in formula (8.16) for αn;

(2) the choice of a sequence of a subspaces Xn that satisfy condition (8.7) and are generated
by a set of vectors p(n) that are orthogonal with respect to the chosen G-scalar product.

In this section we examine how to select a G-scalar product so that αn may be computed. The
problem with formula (8.16) for αn is that it involves (e(n) | p(n))G, which involves the error
e(n), which we do not know. We give three approaches to computing αn that are each built
upon the obseveration that, while we do not know the error e(n), we do know the residual
r(n) = −Ae(n) = b− Ax(n).

8.4.1. Minimum A-Norm Methods. When A is positive definite with respect to the scalar prod-
uct ( · | · ), we may choose G = A. We then observe that

(

p(n) | e(n)
)

G
=
(

p(n) |Ae(n)
)

= −
(

p(n) | r(n)
)

,

whereby

(8.19) αn =

(

p(n) | r(n)
)

(

p(n) |Ap(n)
) .
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The resulting algorithms reduce the same norm of the error as steepest descent methods, but
do so more efficiently for the same choice of subspaces Xn because of their use of so-called
A-conjugate directions p(n). They are thereby called conjugate gradient methods.

8.4.2. Minimum Residual Methods. When A is invertible, we may choose G = A∗MA where
A∗ denotes the adjoint of A with respect to the scalar product ( · | · ), andM is positive definite
with respect to that scalar product. We then observe that

(

p(n) | e(n)
)

G
=
(

p(n) |A∗MAe(n)
)

=
(

Ap(n) |MAe(n)
)

= −
(

Ap(n) |Mr(n)
)

,

whereby

(8.20) αn =

(

Ap(n) |Mr(n)
)

(

Ap(n) |MAp(n)
) .

The resulting algorithms are called minimum residual methods because minimizing the G-norm
of the error is equivalent to minimizing ‖b − Ay‖M , the M-norm of the residual. When A is
positive definite, these methods recover the minimum A-norm methods by setting M = A−1.

8.4.3. Adjoint Methods. The third approach to computing αn is based on compensating for
our lack of knowledge about e(n) by knowing more about p(n). This can be done within the
framework of an adjoint structure. Let the matrix H be positive definite and the matrix B
have the property

(Bv | u)G = (v |Au)H for every u, v ∈ C
N .

Equivalently, the matrices G, H , A, and B satisfy

(8.21) GB = A∗H .

Given G, H , and A, this property uniquely determines B. Indeed, B = G−1A∗H is the adjoint
of A when A is considered as mapping from CN equipped with the G-scalar product into CN

equipped with the H-scalar product.
Now suppose that for every p(n) there exists a vector q(n) such that

(8.22) p(n) −Bq(n) ∈ Xn .

Then because e(n) ⊥ Xn with respect to the G-scalar product, we have
(

p(n) | e(n)
)

G
=
(

Bq(n) | e(n)
)

G
=
(

q(n) |Ae(n)
)

H
= −

(

q(n) | r(n)
)

H

whereby

(8.23) αn =

(

q(n) | r(n)
)

H
(

p(n) | p(n)
)

G

=

(

q(n) |Hr(n)
)

(

p(n) |Gp(n)
) .

When A is positive definite, these methods recover conjugate gradient methods by setting
G = A and B = H , where H is any positive definite matrix. When A is invertible, adjoint
methods can recover some minimum residual methods by setting G = A∗MA, B = NA∗M , and
H =MANA∗M , where M and N are any positive definite matrices. The resulting algorithms
are called adjoint minimum residual methods. When A is invertible, adjoint methods also allow
us to minimize the norm of the error associated with the scalar product ( · | · ) by setting G = I
and B = A∗H , where H is any positive definite matrix. More generally, we can set G = J−1

and B = JA∗H where H and J are any positive definite matrices. The resulting algorithms
are called adjoint minimum error methods.
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9. Krylov Minimum Error Methods

9.1. Krylov Optimal Approximation Methods. A natural choice for the subspaces Xn

used in an optimal approximation method are Krylov subspaces. They are defined as follows.

Definition 9.1. Given any w ∈ CN , K ∈ CN×N , and n ≥ 1, the nth Krylov subspace of CN

associated with w and K is denoted by Kn(w,K) and is defined by

(9.1) Kn(w,K) ≡ span
{

w , Kw , K2w , · · · , Kn−1w
}

.

Krylov subspaces arise naturally because most stationary iterative methods for solving Ax = b
with a preconditioner Q have the form

(9.2) p(n) = Qr(n) , x(n+1) = x(n) + αnp
(n) , r(n+1) = r(n) − αnAp

(n) ,

where αn is constant for linear methods, and is some function of r(n) for nonlinear methods.
The first and last of the above equations can be combined to show that

p(n+1) =
(

I − αnQA
)

p(n) , r(n+1) =
(

I − αnAQ
)

r(n) .

These can each be solved to find for every n ≥ 1 that

p(n) =

n−1
∏

k=0

(

I − αkQA
)

p(0) , r(n) =

n−1
∏

k=0

(

I − αkAQ
)

r(0) .

It is thereby clear from Definition 9.1 that for every n ≥ 0 we have

(9.3) p(n) ∈ Kn

(

Qr(0), QA
)

, r(n) ∈ Kn

(

r(0), AQ
)

.

By the second equation of (9.2) we then see from (9.3) that

(9.4) x(n) = x(0) +

n−1
∑

k=0

αkp
(k) =⇒ x(n) ∈ x(0) +Kn

(

Qr(0), QA
)

.

The cost of each iteration (9.2) is dominated by the matrix multipications by Q and A that
appear in the first and third steps. Therefore the cost of every method that involves Q and A
in the same way will be roughly the same, no matter how αn is computed. So it makes sense to
consider optimal approximation methods associated with the Krylov subspaces Kn

(

Qr(0), QA
)

.

In order to build optimal approximation methods using sequences Xn of Krylov subspaces
we need to show that these sequences satisfy condition (8.8). It is clear from Definition 9.1
that the Krylov subspaces Kn(w,K) form a sequence such that

K1(w,K) ⊂ K2(w,K) ⊂ · · · ⊂ Kn(w,K) ⊂ Kn+1(w,K) ⊂ · · · ⊂ K(w,K) ,

where the maximal Krylov subspace K(w,K) is defined by

(9.5) K(w,K) ≡
⋃

n

Kn(w,K) .

The following lemma shows that the subspaces Kn(w,K) and K(w,K) satisfy the first half of
condition (8.8).

Lemma 9.1. Krylov Subpace Lemma. Let w ∈ CN and K ∈ CN×N be nonzero. Let

(9.6) n̄ = min
{

n : dim
(

Kn(w,K)
)

= dim
(

K(w,K)
)

}

.
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Then

dim
(

Kn(w,K)
)

= n for every n ≤ n̄ ,(9.7)

Kn(w,K) = K(w,K) for every n ≥ n̄ .(9.8)

Moreover,

(9.9) n̄ = min
{

deg(q) : q(K)w = 0
}

.

Proof. Let m be defined by

(9.10) m = max
{

n : dim
(

Kn(w,K)
)

= n
}

.

Assertion (9.7) will follow once we show m = n̄. It is clear from (9.10) that Km(w,K) will
be the largest Krylov subspace for which the vectors that appear on the right-hand side of
definition (9.1) are linearly independent. In particular, we see that

Kmw ∈ Km(w,K) = span
{

w,Kw, · · · , Km−1w
}

.

It follows that

KKm(w,K) = span
{

Kw,K2w, · · · , Kmw
}

⊂ Km(w,K) .

The subspace Km(w,K) is thereby seen to be invariant under K. In fact, Km(w,K) is the
smallest subspace containing w that is invariant under K. It follows that

Kn(w,K) = Km(w,K) for every n ≥ m, and Km(w,K) = K(w,K) .

Hence, assertion (9.8) will follow once we show m = n̄. However, it is clear from (9.10) that
m must be the smallest index n such that Kn(w,K) = K(w,K). Hence, by (9.6) we conclude
that m = n̄, thereby proving the lemma. �

Our second result concerning the subspaces Kn(w,K) and K(w,K) is the following lemma.

Lemma 9.2. Krylov Inverse Lemma. Let w ∈ CN be nonzero and K ∈ CN×N be invertible.
Then

(9.11) K−1w 6∈ Kn(w,K) for every n < n̄ , and K−1w ∈ K(w,K) .

Proof. �

Exercise. Let K ∈ CN×N and v ∈ CN be nonzero. Let n̄ given by (9.6). Show n̄ ≤ deg(mK),
where mK is the minimal polynomial of K and deg(mK) denotes its degree.

Remark. The case n̄ < #
(

Sp(K)
)

≤ deg(mK) can arise. Consider the case when K∗ = K.
For every λ ∈ Sp(K) let E(λ) denote the orthogonal projection onto the eigenspace associated
with λ. Then for any w ∈ CN and polynomial q we have the spectral decompositions

q(K)w =
∑

λ∈Sp(K)

q(λ)E(λ)w ,

‖q(K)w‖2 =
∑

λ∈Sp(K)

|q(λ)|2‖E(λ)w‖2 .

It is clear from the last identity that q(K)w = 0 if and only if

q(λ) = 0 for every λ ∈ Σ(w,K) =
{

λ ∈ Sp(K) : such that E(λ)w 6= 0
}

.
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We claim that n̄ = #
(

Σ(v,K)
)

. Indeed, a polynomial of smallest degree with this property is

q(λ) =
∏

λ′∈Σ(w,K)

(λ− λ′) .

Hence, n̄ = deg(q) = #
(

Σ(w,K)
)

. Here w 6= 0 can be chosen so that the set Σ(w,K) can have

anywhere from 1 to #
(

Sp(K)
)

elements in it.

Lemmas 9.1 and 9.2 imply that if A and Q are invertible and r(0) is nonzero then the sequence
of Krylov subspaces Xn = Kn

(

Qr(0), QA
)

satisfies condition (8.8).

A Krylov optimal approximation method is uniquely specified by its choice of a notion of
optimal approximation and its choice of Krylov subspaces Xn = Kn

(

Qr(0), QA
)

. In particular,
a Krylov minimum error method is uniquely specified by its choice of G-norm to be minimized
and its choice of Krylov subspaces, which comes down to specifying

(9.12)
1) a positive definite matrix G ,

2) a preconditioner Q .

To make any Krylov minimum error method practical we need an algorithm that efficiently
generates a G-orthonormal set

{

p(0), p(0), · · · , p(n̄−1))
}

such that

(9.13) span
{

p(0), p(0), · · · , p(n−1))
}

= Kn

(

p(0), K
)

for every n ≤ n̄ .

Such a set is called an orthonormal Krylov basis. The remainder of this section will present
three so-called orthonormalization algorithms for constructing orthonormal Krylov bases. Each
of these algorithms will be employed by Krylov minimum error methods in subsequent sections.

9.2. Arnoldi Orthonormalization. Let 〈 · | · 〉 be a scalar product over CN . Given any
nonzero vector w ∈ C

N and invertible matrix K ∈ C
N×N , we can construct an orthonor-

mal Krylov basis for the Krylov subspaces Kn(w,K) by a variant the Gram-Schmidt procedure
called the Arnoldi Orthonormnalization Algorithm. This algorithm constructs orthonormal
vectors v(n) as

(9.14a)

v(0) =
w

δ0
,

v(n+1) =
1

δn+1

(

Kv(n) −
n
∑

m=0

κmnv
(m)

)

for every 0 ≤ n < n̄ ,

where δn is chosen so that
〈

v(n) | v(n)
〉

= 1 and the coefficients κmn are given by

(9.14b) κmn =
〈

v(m) |Kv(n)
〉

for every 0 ≤ m ≤ n .

The algorithm halts as soon as v(n) = 0.

The vectors generated by this procedure satisfy the following theorem.

Theorem 9.1. Arnoldi Orthonormalization Theorem. Let 〈 · | · 〉 be a scalar product over
CN . Let w ∈ CN be nonzero and K ∈ CN×N . Let n̄ = dim

(

K(w,K)
)

.

Then the vectors v(n) generated by the Arnoldi algorithm (9.14) are nonzero for every n < n̄,
while v(n̄) = 0. For every n < n̄ they satisfy the affine relation

(9.15a) v(n) ∈ πnKnw +Kn(w,K) for some πn > 0 ,

the spanning relation

(9.15b) Kn+1(w,K) = span
{

v(0), v(1), · · · , v(n)
}

,
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and the orthonormality relation

(9.15c)
〈

v(m) | v(k)
〉

= δmk for every k,m ≤ n ,

where δmk is the Kronecker delta.

Proof. The proof is by induction on n. The affine relation (9.15a) holds for n = 0 with
π0 = 1/δ0 because w 6= 0, K0 = I, and K0(w,K) = {0} is the trivial subspace. The spanning
relation (9.15b) and the orthonormality relation (9.15c) also clearly hold for n = 0. Now
suppose that (9.15a), (9.15b), and (9.15c) hold for some n < n̄ − 1. We must show that they
hold for n+ 1.

By formula (9.14a) for v(n+1) and by the induction hypothesis that the affine relation (9.15a)
holds for n, we see that

v(n+1) =
1

δn+1

(

Kv(n) −
n
∑

m=0

κmnv
(m)

)

∈ 1

δn+1

K
[

πnK
nw +Kn(w,K)

]

+Kn+1(w,K)

⊂ πn
δn+1

Kn+1w +Kn+1(w,K) .

Hence, the affine relation (9.15a) holds for n+ 1 with πn+1 = πn/δn+1.
Because n̄ ≥ n+ 1 we know that

{

w,Kw, · · · , Kn+1w
}

is linearly independent .

Therefore

Kn+1w /∈ Kn+1(w,K) = span
{

v(0), v(1), · · · , v(n)
}

.

But because (9.15b) holds for n and because we just showed the affine relation (9.15a) holds
for n+ 1, we see that

Kn+2(w,K) ≡ span
{

w,Kw, · · · , Knw,Kn+1w
}

= span
{

Kn+1(w,K), Kn+1w
}

= span
{

Kn+1(w,K), v(n+1)
}

= span
{

v(0), v(1), · · · , v(n), v(n+1)
}

.

Hence, the spanning relation (9.15b) holds for n + 1.
By the induction hypothesis that the orthonormality relation (9.15c) holds for n, so we only

have to show that
〈

v(m) | v(n+1)
〉

= 0 for every m ≤ n. By formula (9.14a) for v(n+1) we see that

δn+1

〈

v(m) | v(n+1)
〉

=
〈

v(m) |Kv(n)
〉

−
n
∑

k=0

κkn
〈

v(m) | v(k)
〉

=
〈

v(m) |Kv(n)
〉

−
n
∑

k=0

κkn δmk

=
〈

v(m) |Kv(n)
〉

− κmn = 0 for every m ≤ n by (9.14b) .

Hence, the orthonormality relation (9.15c) holds for n+ 1. �

Remark. The Arnoldi algorithm has a shortcoming — namely, that formula (9.14a) for v(n+1)

generally requires the values of v(0) through v(n), the computation of the n+1 coefficients κmn,
and the addition of n+2 terms. Both its storage and computational requirements thereby grow
with n. While the storage requirement can be limiting for large problems, the computational
requirement always causes the algorithm to eventually yield v(n) that are far from orthogonal
due to accumulated round-off errors.
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Remark. Relation (9.14a) can be expressed globally as

(9.16) KV = V H ,

where V is the N × n̄ matrix given by

V =
(

v(0) v(1) · · · v(n̄−1)
)

,

while H is the n̄× n̄ upper Hessenberg matrix given by

H =













κ00 κ01 κ02 · · · κ0(n̄−1)

δ1 κ11 κ12 · · · κ1(n̄−1)

0 δ2 κ22 · · · κ2(n̄−1)
...

. . .
. . .

. . .
...

0 · · · 0 δn̄−1 κ(n̄−1)(n̄−1)













.

When n̄ = N then the matrix V is invertible and we see from (9.16) that K = V HV −1, whereby
K is seen to be similar to the upper Hessenberg matrix H .

9.3. Lanczos Orthonormalization. When the Krylov matrix is self-adjoint with respect to
the scalar product 〈 · | · 〉 the Arnoldi algorithm reduces to the Lanczos Orthonormalization
Algorithm. Given any nonzero vector w ∈ CN and self-adjoint matrix K ∈ CN×N , it constructs
an orthonormal basis v(n) for the maximal Krylov subspace K(w,K) as

(9.17a)
w(1) = Kw(0) − κ0w(0) ,

w(n+1) = Kw(n) − κnw(n) − ηn−1w
(n−1) for n = 1, 2, · · · ,

where the coefficients κn and ηn are given by

(9.17b) κn =

〈

w(n) |Kw(n)
〉

〈

w(n) |w(n)
〉 , ηn =

〈

w(n) |Kw(n+1)
〉

〈

w(n) |w(n)
〉 , for n = 0, 1, · · · .

This algorithm halts as soon as w(n) = 0.

The basis generated by this algorithm satisfies the following theorem.

Theorem 9.2. Lanczos Orthonormalization Theorem. Let 〈 · | · 〉 be a scalar product over
CN . Let w(0) ∈ CN be nonzero and K ∈ CN×N be self-adjoint. Let n̄ = dim

(

K
(

w(0), K
))

.

Then the vectors w(n) are generated the Lanczos algorithm (9.17) are nonzero for every n < n̄,
while w(n̄) = 0. For every n = 0, · · · , n̄− 1 they satisfy the spanning relation

(9.18a) Kn+1

(

w(0), K
)

= span
{

w(0), w(1), · · · , w(n)
}

,

the affine relation

(9.18b) w(n) ∈ Knw(0) +Kn

(

w(0), K
)

,

the orthogonality relation

(9.18c)
〈

w(m) |w(n)
〉

= 0 for every m < n ,

and the identity

(9.18d)
〈

w(m) |Kw(n)
〉

=
〈

w(m+1) |w(n)
〉

for every m < n .
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Proof. The spanning, affine, and orthogonality relations (9.18a–9.18c) follow from the anal-
ogous relations for the Arnoldi algorithm (9.15b–9.15c) established by Theorem 9.1. What
remains is to prove identity (9.18d).

The self-adjointness of K, formula (9.17a) for w(1), and the orthogonality relation (9.18c) for
n = 1 imply that

〈

w(0) |Kw(1)
〉

=
〈

Kw(0) |w(1)
〉

=
〈

w(1) |w(1)
〉

+ κ0
〈

w(0) |w(1)
〉

=
〈

w(1) |w(1)
〉

.

Hence, identity (9.18d) holds for n = 1. The self-adjointness of K, formula (9.17a) for w(m+1),
and the orthogonality relation (9.18c) for n ≥ 2 imply that

〈

w(m) |Kw(n)
〉

=
〈

Kw(m) |w(n)
〉

=
〈

w(m+1) |w(n)
〉

+ κm
〈

w(m) |w(n)
〉

+ ηm−1

〈

w(m−1) |w(n)
〉

=
〈

w(m+1) |w(n)
〉

for every m < n .

Therefore, identity (9.18d) holds for every m < n + 1. �

Remark. For every λ ∈ Sp(K) let E(λ) denote the orthogonal projection onto the eigenspace
associated with λ. Then for any vector w(0) ∈ RN and any polynomial p we have the spectral
decompositions

p(K)w(0) =
∑

λ∈Sp(K)

p(λ)E(λ)w(0) ,

∥

∥p(K)w(0)
∥

∥

2
=

∑

λ∈Sp(K)

|p(λ)|2
∥

∥E(λ)w(0)
∥

∥

2
.

We now define a scalar product 〈 · | · 〉P over the space of polynomials as follows. Given any two
polynomials p and q set

〈p | q〉P =
〈

p(K)w(0) | q(K)w(0)
〉

=
∑

λ∈Sp(K)

p(λ) q(λ)
∥

∥E(λ)w(0)
∥

∥

2
.

This scalar product depends upon w(0) andK although this fact is not indicated by our notation.
We can show that

w(n) = pn(K)w(0) ,

where pn(λ) is the n
th degree orthogonal polynomial generated by the three-term recursion

pn+1(λ) = (λ− κn) pn(λ)− ηn−1 pn−1(λ) ,

with the initializations p−1(λ) = 0 and p0(λ) = 1. Indeed, by induction we can show that

κn =
〈pn | λ pn〉P
〈pn | pn〉P

, ηn =
〈pn | λ pn+1〉P
〈pn | pn〉P

=
〈pn+1 | pn+1〉P
〈pn | pn〉P

.

The Lanczos algorithm relates to the following tridiagonalization theorem.

Theorem 9.3. Tridiagonalization Theorem. Let K ∈ R
N×N be self-adjoint. Then K is

similar to a symmetric tridiagonal matrix T by an orthogonal matrix.

Proof. We can normalize the orthogonal Krylov basis
{

w(0), w(1), · · · , w(n̄−1)
}

by setting

u(n) =
1

δn
w(n) , where δn =

∥

∥w(n)
∥

∥

G
.

Then
{

u(0), u(1), · · · , u(n̄−1)
}

is an orthonormal Krylov basis of K
(

q(0), K
)

.
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If we define νn = δn+1/δn then it is seen from the definition of ηn that

ηn =
δ 2
n+1

δ 2
n

= ν 2
n .

When expressed in terms of the u(n), the three-term recussion relation becomes

(9.19) Ku(n) = νn−1u
(n−1) + κnu

(n) + νnu
(n+1) for n = 1, · · · n̄− 1 ,

where we understand that ν−1 = νn̄−1 = 0 and u(−1) = u(n̄) = 0. We may express κn and νn as

κn =
〈

u(n) |Ku(n)
〉

, νn =
〈

u(n) |Ku(n+1)
〉

.

Relation (9.19) can be expressed as

Ku(n) =
(

u(n−1) u(n) u(n+1)
)





νn−1

κn
νn



 .

Here again we understand that ν−1 = νn̄−1 = 0 and that u(−1) = u(n̄) = 0. Alternatively, this
relation can be expressed globally as

(9.20) KU = UT ,

where U is the N × n̄ matrix given by

U =
(

u(0) u(1) · · · u(n̄−1)
)

,

while T is the n̄× n̄ symmetric tridiagonal matrix given by

T =

















κ0 ν0 0 · · · 0

ν0 κ1 ν1
. . .

...

0 ν1 κ2
. . . 0

...
. . .

. . .
. . . νn̄−2

0 · · · 0 νn̄−2 κn̄−1

















.

When n̄ = N then the matrix U is G-orthogonal — i.e. U is invertible and U∗GU = I. In that
case we see from (9.20) that K = UTU−1, whereby K is seen to be similar to the symmetric
tridiagonal matrix T by the G-orthogonal matrix U . �

9.4. Lanczos Biorthonormalization. This algorithm applies in the following setting.

Lemma 9.3. Positive Definiteness Lemma. Let ( · | · ) be a scalar product over CN . Let
G,H ∈ CN×N be positive definite with respect to this scalar product. Let A,B ∈ CN×N satisfy

(9.21) GB = A∗H .

Then

(9.22) (u |Bv)G = (Au | v)H for every u, v ∈ C
N .

Moreover, BA is positive definite with respect to the G-scalar product while AB is positive
definite with respect to the H-scalar product.
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Proof. By direct calculation we see from (9.21) that

(u |Bv)G = (u |GBv) = (u |A∗Hv) = (Au |Hv) = (Au | v)H for every u, v ∈ C
N ,

whereby (9.22) holds. We also see from (9.21) that

GBA = A∗HA , B∗A∗H = B∗GB .

Observe that B∗GB and A∗HA are clearly both positive definite with respect to the distin-
guished scalar product. The result follows immediately. For example, because

GBA = A∗HA = (A∗HA)∗ = (GBA)∗ = (BA)∗G ,

we see that BC is self-adjoint with respect to the G-scalar product. Moreover, for every nonzero
u ∈ CN one knows that Au is also nonzero because A is invertible. Therefore we argue that for
every nonzero u ∈ R

N we have

(u |BAu)G = (u |GBAu) = (u |A∗HAu) = (Au |HAu) = ‖Au‖ 2H > 0 .

It follows that BA is positive definite with respect to the G-scalar product. The arguements
for AB go similarly. �

Remark. Relation (9.22) implies that A and B are adjoints of each other when A is considered
as a mapping from CN equipped with the G-scalar product into CN equipped with the H-scalar
product, while B is considered as a mapping from C

N equipped with the H-scalar product into
CN equipped with the G-scalar product. If we denote this adjoint relationship as B = A† and
A = B† then BA = BB† = A†A and AB = B†B = AA†.

Let the matricesG, H , A, and B be as in Lemma 9.3. Given any nonzero vector v(0) ∈ CN , the
Lanczos Biothonormalization algorithm is derived by applying the Lanczos othonormalization
algorithm to C2N equipped with the scalar product 〈 · | · 〉 given by

(9.23) 〈w | w̃〉 = (u | ũ)G + (v | ṽ)H , for every w =

(

u
v

)

, w̃ =

(

ũ
ṽ

)

∈ C
2N ,

where the vector w(0) and Krylov matrix K ∈ C2N×2N are given by

(9.24) w(0) =

(

0
v(0)

)

, K =

(

0 B
A 0

)

.

Lemma 9.3 implies that K is self-adjoint with respect to the scalar product (9.23), so the
Lanczos othogonalization algorithm (9.17a-9.17b) can be applied. The result is a sequence of
the form

(9.25) w(2n+1) =

(

u(n)

0

)

, w(2n) =

(

0
v(n)

)

,

where u(0) = Bv(0) and

(9.26)

v(n+1) = Au(n) − η2nv(n) , η2n =

(

v(n) |Au(n)
)

H
(

v(n) | v(n)
)

H

,

u(n+1) = Bv(n+1) − η2n+1u
(n) , η2n+1 =

(

u(n) |Bv(n+1)
)

G
(

u(n) | u(n)
)

G

.

The algorithm halts as soon as either u(n) = 0 or v(n) = 0. Note that κ2n = κ2n+1 = 0.

It is seen from (9.23) and (9.25) that the orthogonality relation (9.18c) of Theorem 9.2 implies
the vectors u(n) are mutually G-orthogonal while the vectors v(n) are mutually H-orthogonal.
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This orthogonality combined with the adjoint relation (9.22) and the iteration relations (9.26)
yield the identities

(

v(n) |Au(n)
)

H
=
(

Bv(n) | u(n)
)

G
=
(

u(n) | u(n)
)

G
+ η2n−1

(

u(n−1) | u(n)
)

G

=
(

u(n) | u(n)
)

G
,

(

u(n) |Bv(n+1)
)

G
=
(

Au(n) | v(n+1)
)

H
=
(

v(n+1) | v(n+1)
)

H
+ η2n

(

v(n) | v(n+1)
)

H

=
(

v(n+1) | v(n+1)
)

H
.

With these identities we can put the Lanczos biothogonalization algorithm (9.26) into the
following form. Given a nonzero v(0) ∈ CN , set u(0) = Bv(0) and

(9.27)

v(n+1) = Au(n) − νnv(n) , νn =

(

u(n) | u(n)
)

G
(

v(n) | v(n)
)

H

,

u(n+1) = Bv(n+1) − µnu
(n) , µn =

(

v(n+1) | v(n+1)
)

H
(

u(n) | u(n)
)

G

.

The algorithm halts as soon as either u(n) = 0 or v(n) = 0.

The bases generated by this algorithm satisfies the following theorem.

Theorem 9.4. Lanczos Biothonormalization Theorem. Let A ∈ C
N×N be invertible. Let

the matrices G, H, and B be related to A as in Lemma 9.3. Let v(0) ∈ CN be nonzero and set
u(0) = Bv(0). Let n̄ be the dimension of K

(

v(0), AB
)

.

Then the dimension of K
(

u(0), BA
)

is also n̄ and

(9.28)
Kn

(

u(0), BA
)

= Kn

(

Bv(0), BA
)

= BKn

(

v(0), AB
)

for every n = 1, · · · , n̄ ,
K
(

u(0), BA
)

= K
(

Bv(0), BA
)

= BK
(

v(0), AB
)

.

The vectors u(n) and v(n) are nonzero for every n = 0, 1, · · · , n̄− 1, while u(n̄) = v(n̄) = 0. For
every n = 0, 1, · · · , n̄− 1 they satisfy the spanning relations

(9.29a)
Kn+1

(

u(0), BA
)

= span
{

u(0), u(1), · · · , u(n)
}

,

Kn+1

(

v(0), AB
)

= span
{

v(0), v(1), · · · , v(n)
}

,

the affine relations

(9.29b)
u(n) ∈ (BA)nu(0) +Kn

(

u(0), BA
)

,

v(n) ∈ (AB)nv(0) +Kn

(

v(0), AB
)

,

and the orthogonality relations

(9.29c)
(

u(m) | u(n)
)

G
= 0 ,

(

v(m) | v(n)
)

H
= 0 , for every m < n .

Proof. The proof follows from Theorem 9.2 upon noticing that

K2nw(0) =

(

0 B
A 0

)2n(
0
v(0)

)

=

(

0
(AB)nv(0)

)

,

K2n+1w(0) =

(

0 B
A 0

)2n+1(
0
v(0)

)

=

(

(BA)nBv(0)

0

)

=

(

(BA)nu(0)

0

)

.

�
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10. Methods Based on Lanczos Biorthonormalization

10.1. Introduction. Choose an initial iterate x(0). Initialize r(0) = b−Ax(0) and p(0) = Br(0).
Set n = 0 and loop on n until r(n) = 0:

(10.1)

x(n+1) = x(n) + αnp
(n) ,

r(n+1) = r(n) − αnAp
(n) ,

p(n+1) = Br(n+1) + βnp
(n) ,

αn =

(

r(n) |Hr(n)
)

(

p(n) |Gp(n)
) ,

βn =

(

r(n+1) |Hr(n+1)
)

(

r(n) |Hr(n)
) .

The vectors p(n) are mutually G-orthogonal, while the vectors r(n) are mutually H-orthogonal.
Their spans are given by

(10.2)
Xn = span

{

p(0), · · · , p(n−1)
}

= Kn

(

p(0), BA
)

= Kn

(

Br(0), BA
)

,

Yn = span
{

r(0), · · · , r(n−1)
}

= Kn

(

r(0), AB
)

.

The iterate x(n) minimizes ‖y − x‖G over y ∈ x(0) + Xn. The methods in this family are
stationary, second-order, and nonlinear. A member of this family is characterized by

(10.3)
1) its positive definite matrix G ,

2) its preconditioner B .

10.2. Error Bounds. The convergence rate of the general biorthogonal method (10.1) can be
estimated in terms of the condition number of the matrix BA, which is given by

condG(BA) =
∥

∥BA
∥

∥

G

∥

∥(BA)−1
∥

∥

G
.

Here ‖ · ‖G denotes the matrix norm associated with the vector G-norm ‖ · ‖G.
We now observe that the matrix BA is positive definite with respect to the G-scalar product.

This observation implies that Sp(BA) ⊂ R+ and that
∥

∥BA
∥

∥

G
= ρSp(BA) = max

{

λ : λ ∈ Sp(BA)
}

,
∥

∥(BA)−1
∥

∥

G
= ρSp

(

(BA)−1
)

= max
{

λ−1 : λ ∈ Sp(BA)
}

,

where the spectral mapping theorem yields the last equality. Now define λmin and λmax by

λmin = min
{

λ : λ ∈ Sp(BA)
}

, λmax = max
{

λ : λ ∈ Sp(BA)
}

.

The condition number of BA can then be expressed as

condG(BA) =
λmax

λmin

.

Notice that condG(BA) > 1 because BA 6= I.

The convergence rate for the general biorthogonalization method (10.1) is estimated by the
following theorem.

Theorem 10.1. Let e(n) = x(n)−x be the error of the nth iterate x(n) of the biorthogonalization
method (10.1). Then e(n) satisfies the convergence bound

(10.4)
∥

∥e(n)
∥

∥

G
≤ 2

(√
κ− 1√
κ + 1

)n
∥

∥e(0)
∥

∥

G
, where κ = condG(BA) .



62

Proof. We know that x(n) = x(0) + αnp
(n), where

p(n) ∈ Kn

(

p(0), BA
)

= span{p(0), BAp(0), · · · (BA)n−1p(0)} .
Because p(0) = Br(0) = B

(

b− Ax(0)
)

= BA
(

x− x(0)
)

= −BAe(0), we see that

p(n) ∈ Kn

(

p(0), BA
)

= span{BAe(0), (BA)2e(0), · · · (BA)ne(0)} .
Because e(n) = x(n) − x = x(0) − x+ αnp

(n) = e(0) + αnp
(n), it follows that e(n) has the form

e(n) = Pn(BA) e
(0) ,

where Pn(t) is an n
th degree polynomial such that Pn(0) = 1.

Because e(n) minimizes ‖z‖G over z ∈ e(0) +Xn, we have
∥

∥e(n)
∥

∥

G
= min

{∥

∥e(0) + u
∥

∥

G
: u ∈ Kn

(

p(0), BA
)}

.

Hence, for any nth degree polynomial P̃n(λ) such that P̃n(0) = 1 we have the bound

(10.5)
∥

∥e(n)
∥

∥

G
≤
∥

∥P̃n(BA) e
(0)
∥

∥

G
≤
∥

∥P̃n(BA)
∥

∥

G

∥

∥e(0)
∥

∥

G
= ρSp

(

P̃n(BA)
) ∥

∥e(0)
∥

∥

G
.

The spectral mapping theorem then yields

(10.6) ρSp
(

P̃n(BA)
)

= max
{

|P̃n(λ)| : λ ∈ Sp(BA)
}

≤ max
{

|P̃n(λ)| : λ ∈ [λmin, λmax]
}

.

We now obtain the desired estimate by choosing

P̃n(λ) = Tn

(

λmax + λmin − 2λ

λmax − λmin

)/

Tn

(

λmax + λmin

λmax − λmin

)

,

where Tn is the nth Tchebyshev polynomial, which is given by

(10.7) Tn(t) =
1

2

[(

t+
√
t2 − 1

)n

+
(

t−
√
t2 − 1

)n]

.

When λ ∈ [λmin, λmax] we have that

λmax + λmin − 2λ

λmax − λmin
∈ [−1, 1] .

Because |Tn(t)| ≤ 1 when t ∈ [−1, 1], for every λ ∈ [λmin, λmax] we have the bound

|P̃n(λ)| =

∣

∣

∣

∣

∣

∣

∣

∣

Tn

(

λmax + λmin − 2λ

λmax − λmin

)

Tn

(

λmax + λmin

λmax − λmin

)

∣

∣

∣

∣

∣

∣

∣

∣

≤ 1

Tn

(

λmax + λmin

λmax − λmin

) =
1

Tn

(

κ+ 1

κ− 1

) .

But it follows from formula (10.7) for Tn that

Tn

(

κ + 1

κ− 1

)

≥ 1

2





κ+ 1

κ− 1
+

√

(

κ + 1

κ− 1

)2

− 1





n

=
1

2

(√
κ+ 1√
κ− 1

)n

,

so we conclude that when λ ∈ [λmin, λmax] we have the bound

|P̃n(λ)| ≤
1

Tn

(

κ + 1

κ− 1

) ≤ 2

(√
κ− 1√
κ + 1

)n

.

By using this bound in (10.6) and placing the result into (10.5) we obtain (10.4). �
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10.3. Conjugate Gradient (CG) Method. When A and Q are positive definite with respect
to a scalar product ( · | · ), we can set G = A and B = H = Q in the general biorthonaliza-
tion method (10.1) to obtain the conjugate gradient (CG) method. The following algorithm
implements the CG method to solve Ax = b for some b ∈ CN .

(10.8)

1. choose x(0) ∈ C
N , initialize r(0) = b−Ax(0) ;

2. initialize p(0) = Qr(0), δ0 =
(

r(0) | p(0)
)

, and set n = 0 ;

3. q(n) = Ap(n) , αn =
δn

(

p(n) | q(n)
) ;

4. x(n+1) = x(n) + αnp
(n) , r(n+1) = r(n) − αnq

(n) ;

5. if the stopping criteria are not met then continue ;

6. s(n+1) = Qr(n+1) , δn+1 =
(

r(n+1) | s(n+1)
)

;

7. βn =
δn+1

δn
, p(n+1) = s(n+1) + βnp

(n) ;

8. set n = n + 1 and go to step 3 .

You keep only the most recent values of x(n), r(n), p(n), q(n), s(n), αn, and βn, and the two
most recent values of δn, overwriting older values, and store q(n) and s(n) in the same working
vector. The label conjugate gradient method often refers only to the case Q = I, while the
label preconditioned conjugate gradient (PCG) method is used to refer to the more general case.
However, as the case Q = I is not generally useful, the fact a nontrivial preconditioner Q is
being employed is usually assumed by most practitioners.

For the conjugate gradient method with preconditioner Q the error bound (10.4) becomes

∥

∥e(n)
∥

∥

A
≤ 2

(√
κ− 1√
κ+ 1

)n
∥

∥e(0)
∥

∥

A
,

where κ = condA(QA) = λmax/λmin. The major consideration in picking a preconditioner Q
is determining the trade-off between the reduction of this condition number and the cost of
computing Qy. Because for every κ > 1 and η > 1

√
κ− 1√
κ+ 1

<

(√
ηκ− 1
√
ηκ+ 1

)

√
η

,

a reduction of the condition number by a factor of 1/η will reduce the number of iterations
needed to obtain the same error bound by a factor of 1/

√
η. This improves the performance of

the method provided the cost per iteration goes up by less than a factor of
√
η.

Remark. The error bound derived earlier for the steepest descent method is

∥

∥e(n)
∥

∥

A
≤
(

κ− 1

κ+ 1

)n
∥

∥e(0)
∥

∥

A
.

Because √
κ− 1√
κ+ 1

<

(

κ− 1

κ+ 1

)

√
κ

for every κ > 1 ,

it takes at least
√
κ iterations of the steepest descent method to obtain the same reduction of

the error bound as one iteration of the conjugate gradient method with the same preconditioner.
Roughly speaking, conjugate gradient is

√
κ times faster than steepest descent.
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10.4. Adjoint Minimum Residual Method. Let A be invertible. Let M and N be positive
definite with respect to a scalar product ( · | · ). We can set G = A∗MA, B = NA∗M , and
H =MANA∗M in the general biorthonalization method (10.1) to obtain the adjoint minimum
residual (AMRES) method. The following algorithm implements the AMRES method to solve
Ax = b for some b ∈ CN .

(10.9)

1. choose x(0) ∈ C
N , initialize v(0) = A∗M

(

b− Ax(0)
)

;

2. initialize p(0) = Nv(0), δ0 =
(

v(0) | p(0)
)

, and set n = 0 ;

3. q(n) = Ap(n) , u(n) =Mq(n) , αn =
δn

(

q(n) | u(n)
) ;

4. x(n+1) = x(n) + αnp
(n) , v(n+1) = v(n) − αnA

∗u(n) ;

5. if the stopping criteria are not met then continue ;

6. w(n+1) = Nv(n+1) , δn+1 =
(

v(n+1) |w(n+1)
)

;

7. βn =
δn+1

δn
, p(n+1) = w(n+1) + βnp

(n) ;

8. set n = n+ 1 and go to step 3 .

You keep only the most recent values of x(n), p(n), u(n), v(n), w(n), αn, and βn, and the two
most recent values of δn, overwriting older values, and store u(n) and w(n) in the same working
vector.

Because A∗MA is positive definite, this method can be viewed as an application of the
conjugate gradient method (10.8) to solve A∗MAx = A∗Mb with preconditioner N . The
vector v(n) is the residual associated with this view. When M = I this method is called the
conjugate gradient normal residual (CGNR) method, and the working vector u(n) is not needed.

10.5. Adjoint Minimum Error Method. Let A be invertible. Let H and J be positive
definite with respect to a scalar product ( · | · ). We can set G = J−1 and B = JA∗H in the
general biorthonalization method (10.1) to obtain the adjoint minimum error (AMER) method.
The following algorithm implements the AMER method to solve Ax = b for some b ∈ CN .

(10.10)

1. choose x(0) ∈ C
N , initialize r(0) = b−Ax(0) ;

2. initialize s(0) = Hr(0), δ0 =
(

r(0) | s(0)
)

;

3. initialize q(0) = A∗s(0), and set n = 0 ;

4. p(n) = Jq(n) , αn =
δn

(

p(n) | q(n)
) ;

5. x(n+1) = x(n) + αnp
(n) , r(n+1) = r(n) − αnAp

(n) ;

6. if the stopping criteria are not met then continue ;

7. s(n+1) = Hr(n+1) , δn+1 =
(

r(n+1) | s(n+1)
)

;

8. βn =
δn+1

δn
, q(n+1) = A∗s(n+1) + βnq

(n) ;

9. set n = n + 1 and go to step 4 .
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You keep only the most recent values of x(n), p(n), q(n), r(n), s(n), αn, and βn, and the two most
recent values of δn, overwriting older values, and store p(n) and s(n) in the same working vector.

Because solving Ax = b is equivalent to first solving AJA∗y = b and then setting x = JA∗y,
and because AJA∗ is positive definite, we can apply the conjugate gradient method (10.8) to
solve AJA∗y = b with preconditioner H , and then set x = JA∗y. When J = I this approach
is called the conjugate gradient normal equation (CGNE) method. When the algorithm for y(n)

that arises from this approach for a general J is expressed in terms of x(n), it is equivalent to
the AMER method (10.10).

Remark. The matrix B is JA∗H for the AMER method, while it is NA∗M for the AMRES
method. When H =M and J = N the Krylov subspaces for the two methods are identical. In
that case the difference between them is that the AMER method minimizes the N−1-norm of
the error while the AMRES method minimizes the A∗MA-norm of the error.

10.6. Preconditioners. Here are some examples of preconditioners Q for the CG method.
Recall that A is positive definite, and that Q should also be positive definite.

• Jacobi: Q = D−1, where D = Diag(A).
• Block Diagonal: Q = B−1, where B is a block diagonal piece of A.
• SSOR: Q = (D − ωE∗)−1D(D − ωE)−1, where A = D − E −E∗ is any over-relaxation
decomposition.
• Banded: Q = B−1, where B is a narrow-banded piece of A, say tridiagonal.
• Incomplete Cholesky: Q = (LLH)−1, where LLH is an incomplete Cholesky factorization
of A, usually with the same sparsity as A.
• Inverse of a Simpler Matrix: Q = B−1 where B is a matrix that is easy to invert.

Here are some examples of preconditioners H for the AMER method with J = I. The Krylov
matrix is A∗HA, which has the same condition number as HAA∗ and AA∗H . Recall that H
should be positive definite.

• Jacobi: H = D−∗D−1, where D = Diag(A).
• Block Diagonal: H = B−∗B−1, where B is a block diagonal piece of A.
• SOR: H = (D∗ − ωE∗)−1(D − ωE)−1, where A = D − E − F is any over-relaxation
decomposition.
• Banded: H = B−∗B−1, where B is a narrow-banded piece of A, say tridiagonal.
• Incomplete Cholesky: H = (LLH)−1, where LLH is an incomplete Cholesky factorization
of AAH , usually with the same sparsity as AAH .
• Inverse of a Simpler Matrix: H = B−∗B−1 where B is a matrix that is easy to invert.

Here are some examples of preconditioners J for the AMER method with H = I. The Krylov
matrix is JA∗A, which has the same condition number as AJA∗ and A∗AJ . Recall that J
should be positive definite.

• Jacobi: J = D−1D−∗, where D = Diag(A).
• Block Diagonal: J = B−1B−∗, where B is a block diagonal piece of A.
• SOR: J = (D − ωE)−1(D∗ − ωE∗)−1, where A = D − E − F is any over-relaxation
decomposition.
• Banded: J = B−1B−∗, where B is a narrow-banded piece of A, say tridiagonal.
• Incomplete Cholesky: J = (LLH)−1, where LLH is an incomplete Cholesky factorization
of AHA, usually with the same sparsity as AHA.
• Inverse of a Simpler Matrix: J = B−1B−∗ where B is a matrix that is easy to invert.
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11. Methods Based on Lanczos Orthogonalization

11.1. Introduction. In this section we study a class of minimum residual Krylov subspace
methods that are built upon the Lanczos orthogonalization algorithm. Consider the system

(11.1) Ax = b ,

where A ∈ RN×N is invertible and b ∈ RN is nonzero. We wish to construct iterates x(n) that
for each n > 0 satisfy

(11.2)
x(n) ∈ x(0) +Kn

(

Qr(0), QA
)

,
∥

∥x(n) − x
∥

∥

G
= min

{

‖y − x‖G : y ∈ x(0) +Kn

(

Qr(0), QA
)

}

,

where Q is an invertible matrix, G is a positive definite matrix, and r(0) = b − Ax(0) is the
residual of the initial iterate. We set G = A∗MA, where M is a positive definite matrix.
Because

‖y − x‖G = ‖A(y − x)‖M = ‖b− Ay‖M ,

minimizing the G-norm of the error is equivalent to minimizing the M-norm of the residual.
In order to use the Lanczos orthogonalization algorithm, we must require that the matrix

QA be G-self adjoint. This means we must require that GQA = A∗Q∗G. Because G = A∗MA
and A is invertible, this is equivalent to requiring that

(11.3) MAQ = Q∗A∗M .

This is simply a statement that the matrix AQ is M-self adjoint. Given A and M we can
always satisfy (11.3) by setting Q = NA∗M where N is some positive definite matrix. However
in that case the optimization (11.2) is the same as that for AMRES methods (10.9), for which
we have already developed efficient algorithms. Therefore we seek to satisfy (11.2) in other
settings. For example, when A is self-adjoint then we can satisfy (11.3) by choosing Q = M .
This is the setting of the original minimum residual method when Q = M = I. We will put
aside further discussion of how to choose Q and M and focus on developing these methods.

These methods are as follows. Choose an initial iterate x(0). Initialize r(0) = b − Ax(0),
p(0) = Qr(0), and p(−1) = 0. Set n = 0 and loop on n until r(n) = 0:

(11.4)

x(n+1) = x(n) + αnp
(n) , αn =

(

Ap(n) |Mr(n)
)

(

Ap(n) |MAp(n)
) ,

r(n+1) = r(n) − αnAp
(n) , κn =

(

Ap(n) |MAQAp(n)
)

(

Ap(n) |MAp(n)
) ,

p(n+1) = QAp(n) − κnp(n) − ηn−1p
(n−1) , ηn =

(

Ap(n+1) |MAp(n+1)
)

(

Ap(n) |MAp(n)
) .

The vectors p(n) are mutually A∗MA-orthogonal. Their spans are given by

(11.5) Xn = span
{

p(0), · · · , p(n−1)
}

= Kn

(

p(0), QA
)

= Kn

(

Qr(0), QA
)

.

The methods in this family are stationary, second-order, and nonlinear. Each member of this
family is characterized by its preconditioner Q and its positive definite matrix M .
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11.2. Minimum Residual Method. Let A ∈ CN×N be invertible. When A is self-adjoint and
M is positive definite with respect to a scalar product ( · | · ), we can set Q =M in the general
method (11.4) to obtain the minimum residual (MINRES) method. The following algorithm
implements the MINRES method to solve Ax = b for some b ∈ CN .

(11.6)

1. choose x(0) ∈ C
N , initialize r(0) = b− Ax(0) ;

2. initialize p(0) =Mr(0), q(0) = Ap(0) ;

3. initialize p(−1) = q(−1) = 0, δ−1 = 1 , and set n = 0 ;

4. u(n) =Mq(n) , δn =
(

q(n) | u(n)
)

, αn =

(

u(n) | r(n)
)

δn
,

5. x(n+1) = x(n) + αnp
(n) , r(n+1) = r(n) − αnq

(n) ;

6. if the stopping criteria are not met then continue ;

7. v(n) = Au(n) , κn =

(

u(n) | v(n)
)

δn
, ηn−1 =

δn
δn−1

;

8. p(n+1) = u(n) − κnp(n) − ηn−1p
(n−1) , q(n+1) = v(n) − κnq(n) − ηn−1q

(n−1) ;

9. set n = n+ 1 and go to step 4.

Each pass through the loop above requires two matrix multiplications and three scalar products.
The first matrix multiplication computesMq(n) from q(n), while the second computes Au(n) from
u(n). The first scalar product is between q(n) and u(n), the second is between u(n) and r(n), and
the third is between u(n) and v(n). This accounting will be reduced somewhat if M = I.

11.3. Self-Adjoint Minimum Residual Method. Let A,Q ∈ CN×N be invertible such that
MAQ = Q∗A∗M , where M is positive definite with respect to a scalar product ( · | · ). Then
the general method (11.4) is the minimum residual (SMRES) method. The following algorithm
implements the SMRES method to solve Ax = b for some b ∈ CN .

(11.7)

1. choose x(0) ∈ C
N , initialize r(0) = b− Ax(0) ;

2. initialize p(0) = Qr(0), q(0) = Ap(0) ;

3. initialize p(−1) = q(−1) = 0, δ−1 = 1 , and set n = 0 ;

4. w(n) =Mq(n) , δn =
(

w(n) | q(n)
)

, αn =

(

w(n) | r(n)
)

δn
,

5. x(n+1) = x(n) + αnp
(n) , r(n+1) = r(n) − αnq

(n) ;

6. if the stopping criteria are not met then continue ;

7. u(n) = Qq(n) , v(n) = Au(n) , κn =

(

w(n) | v(n)
)

δn
, ηn−1 =

δn
δn−1

;

8. p(n+1) = u(n) − κnp(n) − ηn−1p
(n−1) , q(n+1) = v(n) − κnq(n) − ηn−1q

(n−1) ;

9. set n = n+ 1 and go to step 4.

Each pass through the loop above requires three matrix multiplications and three scalar prod-
ucts. The first matrix multiplication computes Mq(n) from q(n), the second computes Qq(n)

from q(n), while the third computes Au(n) from u(n). The first scalar product is between w(n)

and q(n), the second is between w(n) and r(n), and the third is between w(n) and v(n).
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12. Methods Based on Arnoldi Orthogonalization

12.1. Introduction. In this section we study a class of minimum residual Krylov subspace
methods that are built upon the Arnoldi orthogonalization algorithm. Consider the system

(12.1) Ax = b ,

where A ∈ RN×N is invertible and b ∈ RN is nonzero. We wish to construct iterates x(n) that
for each n > 0 satisfy

(12.2)
x(n) ∈ x(0) +Kn

(

Qr(0), QA
)

,
∥

∥x(n) − x
∥

∥

G
= min

{

‖y − x‖G : y ∈ x(0) +Kn

(

Qr(0), QA
)

}

,

where Q is an invertible matrix, G is a positive definite matrix, and r(0) = b − Ax(0) is the
residual of the initial iterate. We set G = A∗MA, where M is a positive definite matrix.
Because

‖y − x‖G = ‖A(y − x)‖M = ‖b− Ay‖M ,

minimizing the G-norm of the error is equivalent to minimizing the M-norm of the residual.
These methods are as follows. Choose an initial iterate x(0). Initialize r(0) = b − Ax(0),

p(0) = Qr(0), and p(−1) = 0. Set n = 0 and loop on n until r(n) = 0:

(12.3)

x(n+1) = x(n) + αnp
(n) ,

r(n+1) = r(n) − αnAp
(n) ,

p(n+1) = QAp(n) −
n
∑

m=0

κmnp
(m) ,

αn =

(

Ap(n) |Mr(n)
)

(

Ap(n) |MAp(n)
) ,

κmn =

(

Ap(m) |MAQAp(n)
)

(

Ap(m) |MAp(m)
) for m = 0, · · · , n .

The vectors p(n) are mutually A∗MA-orthogonal. Their spans are given by

(12.4) Xn = span
{

p(0), · · · , p(n−1)
}

= Kn

(

p(0), QA
)

= Kn

(

Qr(0), QA
)

.

The methods in this family are maximal-order and nonlinear. Each member of this family is
characterized by its preconditioner Q and its positive definite matrix M .



69

12.2. Generalized Minimum Residual Method. Let A ∈ CN×N be invertible. We can set
Q =M = I in the general method (12.3) to obtain the generalized minimum residual (GMRES)
method. The following algorithm implements the GMRES method to solve Ax = b for some
b ∈ CN .

(12.5)

1. choose x(0) ∈ C
N , initialize r(0) = b− Ax(0) ;

2. initialize p(0) = r(0), q(0) = Ap(0), and set n = 0 ;

3. δn =
(

q(n) | q(n)
)

, αn =

(

q(n) | r(n)
)

δn
,

4. x(n+1) = x(n) + αnp
(n) , r(n+1) = r(n) − αnq

(n) ;

5. if the stopping criteria are not met then continue ;

6. s(n) = Aq(n) , κmn =

(

q(m) | s(n)
)

δm
for m = 0, · · · , n ;

7. p(n+1) = q(n) −
n
∑

m=0

κmnp
(m) , q(n+1) = s(n) −

n
∑

m=0

κmnq
(m) ;

8. set n = n + 1 and go to step 3.


